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Abstract This paper presents an infrastructure for dy-

namic monitoring, reasoning and maintenance of the

performance of a task solution for resource constrained

multi-robot systems in the presence of faults and uncer-

tainty. We call it ReFrESH. The goal of ReFrESH is to

provide diagnosability and maintainability infrastruc-

ture support, built into a real-time operating system, to

manage task performance in the presence of unexpected

uncertainties. Specifically, the advantages of ReFrESH

for the support of dynamic decision making are that it:

(1) automatically detects and triggers self adaptation

based on fault diagnosis; (2) enables the synthesis of

new task solution candidates dynamically; (3) supports

online estimation for each task solution candidate and

selects the optimal one as the new task solution. We

illustrate the feasibility of ReFrESH through a target
tracking task deployed on a multi-robot system.

Keywords Self-adaptive infrastructure · Dynamic

monitoring · Reasoning · Task synthesis · Task

performance maintenance · Multi-robot

1 Introduction

Multi-robot systems are playing increasingly important

roles in hostile and unpredictable environments often

encountered in space, military, and Urban Search and

Rescue (USAR) operations (Michael et al, 2012) (Zhang

and Parker, 2013). The most common motivations for
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developing multi-robot systems are: 1) configurability -

assembling heterogeneous robots to accomplish differ-

ent tasks without changing the physical configuration

on any single robot; 2) scalability - deploying a variable

number of robots as the task space and task complex-

ity dictate to achieve time or efficiency metrics; and

3) robustness - multiple robots can coordinate or co-

operate with each other to migrate task responsibilities

when unanticipated failures emerge. In practice, robust-

ness is interrelated with configurability and scalability.

For instance, an insufficiently small scale may cause a

team of robots to lose connectivity, thereby negatively

affecting system robustness. Also, the efficiency of a sys-

tem configuration, meaning how efficiently it can com-

plete a task and how efficiently it uses system resources,

can impact task performance and diminish robustness.

Thus, a robust multi-robot system should be tolerant to

both expected and unexpected system faults or chang-

ing environments (Carlson et al, 2004). Generally, there

are two methods to increase system robustness: offline

analysis through software engineering techniques - Ver-

ification and Validation (V&V) or online reactivity to

problems that emerge - Task Synthesis.

V&V is commonly used in the design phase, prior

to deploying robots in the field. Its objective is to gain

confidence in the correctness of a system with respect

to both its specification (verification) and its target

environment (validation). “MissionLab”, proposed in

(Lyons et al, 2013), is a specialized software tool to

provide guidance to an operator prior to deployment of

a robot to execute a task. However, when the opera-

tor has no knowledge of the task environment, such as

the unstructured Fukushima nuclear plant (Kawatsuma

et al, 2012), what may appear as the optimal configu-

ration to the operator may not be the best one for the

robots during task execution. Nevertheless, V&V max-
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imizes performance evaluation and helps the designer

and operator design and utilise robots efficiently.

Compared to the offline method, real-time reactivity

to problems has more flexibility. (Gerkey and Mataric,

2002) proposed an auction method to allocate tasks

among robots, which improves the efficiency of multi-

robot coordination dramatically and increases system

robustness when some robots in a team experience a

failure. However, in this method, the task configura-

tions are fixed and cannot be modified or re-synthesized

on the fly. For instance, if a robot which is equipped

with the only camera in the team is executing a target

detection task and has a failing power supply, then this

task cannot be separated and allocated to other robots,

so the system will fail. In order to solve this drawback,

the third approach, runtime task solution synthesis,

is proposed. (Parker, 2008) proposed the “ASyMTRe”

method in which motor/sensor/communication schemas

can be constructed dynamically among multiple robots.

This type of method improves the flexibility of multi-

robot coordination/cooperation since it breaks the robot

boundary limitation. In this paper, we use runtime task

synthesis as a method to generate an optimal task so-

lution. However, unlike “ASyMTRe” which only con-

sists of a synthesizing approach, we are designing a

self-adaptive framework which provides infrastructure

support to simplify the implementation of a multi-robot

system with robust fault tolerance mechanisms.

To this end, we propose ReFrESH, the acronym of

Reconfiguration Framework for distributed Embedded

systems for Software and H ardware. It is built based

on the Chimera architecture (Stewart et al, 1992). As

shown in Fig. 1, the Chimera architecture includes “Ap-

plication Software” support. It capitalizes on modular,

reconfigurable software components (Port-Based Ob-

jects (Stewart et al, 1997)) within “software assembly”

environments. These environments hide many details

of the particular implementation and lessen the burden

of programming expertise (Stewart and Khosla, 1994).

Despite successes of constructing tasks conveniently, it

cannot deal with unexpected, poor task performance at

runtime since it does not include self-diagnosability and

self-maintainability. Therefore, as shown in Fig. 2, Re-

FrESH augments the Chimera architecture by includ-

ing “Adaptation Software”, which consists of built-in

component “Evaluator” and “Estimator”, as well as

task “Generator” and “Decider”. Through these ex-

pansions, ReFrESH provides self-diagnosis, self-decision

and self-maintenance infrastructure support. Under the

ReFrESH infrastructure, the user only needs to create

the task required components, ReFrESH would dynam-

ically handle the varied situations.

1.1 Overview of ReFrESH Architecture

ReFrESH (Fig. 2) consists of four layers: 1) Resource

Layer consists of the physical hardware resources as-

sociated with node capabilities; 2) Interface Layer ab-

stracts unified drivers to access the data and state of

the Resource Layer; 3) Component Layer encapsulates

time based software and hardware components for com-

posable real-time functionality; 4) Task Layer is event

based and includes the state machine and configura-

tion of the time based components below. It manages

configurations of components to achieve complex, high-

level objectives. The conventional interpretation of the

layered architecture is represented by the “Application

Software” column on the left of Fig. 2. The novelty

of ReFrESH lies in the Augmented Tasks and Aug-

mented Components represented by the combination of

the “Application Software” and “Adaptation Software”

columns in Fig. 2. These augmentations are described

in more detail below.

1.1.1 Resource Layer - Non-Functional Services

Resembling a database, this layer generally includes

data of the capabilities of each robot. It consists of

the sensors/actuators equipped on the robots; CPU ca-

pability; the memory status for loading new data; the

battery life to support task execution; and the avail-

able field programmable gate array (FPGA) area to

load hardware components. We refer to the information

provided by this layer as “Non-functional requirement”.

As a side note, the information types listed here are not

fixed in application; users can add or remove items as

necessary.

1.1.2 Interface Layer - Data Transfer Services

This layer provides the drivers and interface means for

providing reliable data(packet) transfer services to the

layer above. Specifically, it provides a point-to-point

link of sensors/actuators and their corresponding com-

ponents and builds a transfer channel for the request

of non-functional requirement data from the resource

layer below. The new point-to-point link is called “Mor-

phing Bus” and “Morphing Crossbar”; one can refer to

our previous papers in (Cui et al, 2014)(He et al, 2012)

to get more details about this robotic sensor/actuator

interconnect bus.

1.1.3 Component Layer - Runtime Component

Services

This layer is divided into two parts. The left part of

Fig. 2 contains a collection of time-based PBOs (port-
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Fig. 1 Layered Chimera architecture to conveniently map from event-driven task to periodic components.

based objects), which are defined as software compo-

nents (SWEX ) and hardware components (HWEX ),

to accomplish a task. The PBO concept provides a

port automata to flexibly connect components. To sup-

port self adaptation (fault detection, location and re-

configuration), as shown in Fig. 2, ReFrESH extends

the PBO concept by attaching a component evalua-

tor (SWEV or HWEV ) and a component estimator

(SWES or HWES ). We refer to this new component

structure as E-PBO. The definition of an E-PBO and

the evaluation and estimation processes are illustrated

in Section 4.

1.1.4 Task Layer - Reconfiguration Services

Similar to the component layer, this layer is also divided

into two parts. The left part of this layer as presented

in Fig. 2 is the event-based task configuration, which

consists of a finite state machine (FSM) and a configu-

ration of the time-based PBOs existing in the layer be-

low. However, with nothing else, the task configuration

is fixed and cannot reconfigure among multiple robots.

Thus, ReFrESH also extends the traditional task layer

by adding a dynamic decision making unit Decider and

a runtime task configuration synthesising unit Genera-

tor. Decider monitors the performance of a task and de-

cides when there is a the need for self adaptation. Based

upon the command of the decider, Generator synthe-

sizes all feasible task solutions across robot boundaries

and allows Decider to choose a new optimal task config-

uration. We refer to Decider and Generator together as

the robotic embedded virtual machine (R-EVM). The

definition of R-EVM and the details of self adaptation

are introduced in Section 4.

1.2 Challenges with Dynamic Decision Making for

Self-Adaptive Systems

While there has been considerable research in the gen-

eral area of decision making, a majority of the work

has been on non-real time applications and not for self-

adaptive systems. As we extend the conventional lay-

ered architecture to support self-adaptive systems and

dynamic decision making, we identify three primary

challenges with the design of such an infrastructure that

ReFrESH overcomes:

1. Detecting and triggering self-adaptation automati-

cally based on an efficient fault diagnosis paradigm.

2. Synthesizing and generating feasible task solution

candidates dynamically.

3. Estimating feasible task solution candidates and choos-

ing a new optimal task solution for a new situation.

We anticipate ReFrESH to be used in conjunction

with V&V and task allocation methods to make sys-

tems highly tolerant of faults and uncertainties. In our

prior works, we presented key related research to sup-

port ReFrESH, such as ensuring connectivity of net-
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Fig. 2 Layered ReFrESH architecture to support self-adaptation and dynamic decision making.

worked robots and software/hardware reconfiguration

approaches (Ayad et al, 2013) (He et al, 2012). For

that reason, we only put focus here on the ReFrESH in-

frastructure design from an architecture point of view.

Table 1 defines all nomenclature we will use in this

paper.

The rest of this paper is organized as follows. Sec-

tion 2 presents a review of related work regarding self-

adaptive architectures for robotic systems and multi-

agent systems. In Section 3, we present some impor-
tant definitions used in the design of ReFrESH. Section

4 proposes the dynamic decision making support of Re-

FrESH and introduces the definitions related to it. Sec-

tion 5 introduces the built-in maintenance mechanisms

of ReFrESH both from software and hardware acceler-

ator perspectives. The experimental analysis that vali-

dates the feasibility of ReFrESH is presented in Section

6. We then conclude in Section 7.

2 Related Work

There exist some valuable frameworks used to support

system self-diagnosis in multi-robot applications. The

Rainbow framework (Garlan et al, 2004) uses an ab-

stract model to monitor an executing software system’s

runtime properties, evaluates the model for constraint

violation, and - if a problem occurs - performs adapta-

tion of the running system. The Kieker framework (van

Hoorn et al, 2012) provides the necessary monitoring

capabilities and the tools and libraries for the analysis

and visualization of monitored data. The KAMI frame-

work (Epifani et al, 2009) can continuously monitor and

analyse data at runtime to detect system faults. How-

ever, these performance monitoring methods only per-

tain to the event-based task level. This means that al-

though the system can detect that a fault has occurred,

it cannot locate the fault in the time-based component

level directly. In ReFrESH, task performance monitor-

ing is based on each running time-based hardware or

software component, which makes it possible for the

system to target and diagnose the source of the fault.

In order to actually alleviate the detected fault and

exhibit self-adaptation, the system must also incorpo-

rate methods for self-maintenance. The 3-layer frame-

work (Kramer and Magee, 2007) is one of outstanding

work. It presents a self-adaptive architecture that en-

ables components to automatically configure their in-

teraction in a way that is compatible with an over-

all architectural specification and achieves the goals

of the system. ALLIANCE (Parker, 1998) provides a

software architecture that facilitates cooperative con-

trol of teams of mobile robots for fault tolerance and

allows each robot to select its appropriate action on

the fly. (Georgas and Taylor, 2008) demonstrates an

architecture-based self-adaptive system that focuses on

supporting change of adaptation policies at runtime

that are decoupled from the architectures they relate

to. These self maintenance approaches are only defined
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Table 1 Nomenclature in ReFrESH

T a task for a multi-robot system
S sensor
A actuator
C computation
HW hardware component
SW software component
Ri the i th robot in the team
Tsubi

the i th subtask of a task T
Ti the i th task solution candidate of the task T
Tcur the current running task solution of the task T
Tfinal the final optimal task solution of the task T
EX a running component in Tcur

EV the corresponding component evaluator of EX
ES an estimator of a new non-running component
Rei the capabilities/resources available on the i th robot
SSi the i th sensor schema in the task T
ASi the i th actuator schema in the task T
CSi the i th computation schema in the task T
SM the state machine of task T
ETS the essential task solution of task T
CTS the complex task solution of task T based on ETS
TSQ the task solution quality function to decide the task

execution performance
PF the functional performance
PNF the non-functional performance
Pcf the functional performance of a single component
Pcnf the non-functional performance of a single component
PTB the binarized value of a task solution performance
PT the numerical value of a task solution performance
DBE−PBOs the database of all E-PBOs in a system

in the single robot view although they could potentially

be used for multiple robots. In other words, they can-

not generate a task solution across robot boundaries in

the multiple robot perspective. In ReFrESH, however,

we provide the self adaptation mechanisms for both sin-

gle robot and multi-robot systems through embedded

virtual machine (EVM) techniques.

EVM (Pajic et al, 2013) is being developed by our

collaborators at UPenn. It wraps the system’s software

around the embedded real-time operating system (RTOS)

in each node, which allows the mechanisms to para-

metrically and programmatically control the operation

of the node at runtime. It also allows the control logic

to dynamically assign tasks to controllers at runtime

through task and network slot migration, partitioning,

and reallocation. However, EVM can only migrate byte-

codes among nodes. Due to the robotic system char-

acteristic that the event-based task consists of a state

machine and a configuration of time based components,

ReFrESH adds the support of pre-compiled functional

components (object code snippets) to be distributed

among robots based on system and task specification,

we refer to this as Robotic EVM (R-EVM).

3 Definitions in ReFrESH

Definition 1: Extended Port-Based Objects - E-PBOs:

An E-PBO is a combination of a Port-Based Object

(PBO) and its corresponding “Evaluator” and “Esti-

mator”.

As shown in Fig. 3, PBO defines the component be-

haviors and communication with other components, it

is the part essential to the execution of a task. Although

a PBO itself cannot self-diagnose its performance, an

E-PBO can with the help of an Evaluator and Estima-

tor. The Evaluator monitors the corresponding running

PBO’s performance and outputs this evaluated perfor-

mance to the Decider through performance output ports

(EVf and EVnf ). The difference between an Estima-

tor and Evaluator is that an Estimator can evaluate

both running and non-running PBOs. Therefore, un-

like the Evaluator which does not possess input/output

ports, the Estimator adds estimator variable input ports

(ESX1 to ESXn) and estimator variable output ports

(ESY1 to ESYm) in addition to the performance out-

put ports (ESf and ESnf ). The variable input/output

ports are used to interconnect the estimators of differ-

ent E-PBOs in the estimation process without disturb-

ing the running task configuration.
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Fig. 3 Architectural view of an extended port-based object (E-PBO). Subscript f denotes functional performance and nf
denotes non-functional performance.

Definition 2: (Robotic Embedded Virtual Machine -

R-EVM): R-EVM is a powerful and flexible program-

ming abstraction where E-PBOs are connected and their

properties are maintained across robot boundaries.

A task solution candidate is a composition of inter-

connected E-PBOs communicating across robot bound-

aries. By incorporating R-EVM in ReFrESH, a task so-

lution becomes dynamically reconfigurable. Fig. 4 shows

an example of three task solution candidates for a visual

servoing to a target 1.

To present how ReFrESH performs decision making

in the presence of faults and uncertainty, in the follow-

ing subsections, one example task of visual servoing to

a target is used. Fig. 5 shows all E-PBOs that may be

used in this task. Also, one assumption for multi-robot

communication is made here.

Assumption 1: The communication method among robots

uses broadcasting and there are no issueswith the con-

nectivity; meaning all robots can communicate effec-

tively with each other during the task execution. Also,

the latency of data transmission and E-PBO migration

are within an acceptable range, so we can ignore the

effect of latency on the system.

1 To convey the R-EVM concept concisely, we do not differ-
entiate types of camera sensors, target detection algorithms
and motor control methods. Instead, we use Camera, Target
detector and Motor as generic constructs.

Definition 3: (ReFrESH Task Specification): A task

T is defined as a five-element tuple:

T = (Tsub, SM,Ri : SS,Ri : AS,Ri : Re) (1)

Since a robot task generally accomplishes a relative

motion and/or controlled dynamic interaction between

objects (De Schutter et al, 2007), we base our task spec-

ification upon robotic schema theory (Lyons and Arbib,

1989). The fundamental properties of a task, as defined

in ReFrESH, include the explicit specification of sub-

tasks (Tsubi), the state machine integrating those sub-

tasks (SM), the capability of each robot (Rei), and the

sensor/actuator schemas (SSi, ASi) utilized on each

robot. This definition enables ReFrESH to handle the

synthesis of a new task configuration. Fig. 6 shows an

example of a task specification for visual servoing to a

target.

Based on the task specification, two other defini-

tions about the task configuration (task solution) emerge

and are given below. These two definitions are to be

used in the synthesis of new task solutions in the pres-

ence of a fault.

Definition 4: (Essential Task Solution): An essen-

tial task solution contains only the minimal set of sen-

sor/actuator related components required for the com-

pletion of the task. This ETS in conjunction with the

state machine is fully capable of accomplishing a task

T based on its task specification.
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Fig. 4 Three of many possible task solution candidates for a visual servoing to a target task, each of them are composed of
sensor, actuator, and computation components.

ETS = min(Ri : SS ∪Ri : AS) (2)

Definition 5: (Complex Task Solution): All other

task solutions with additional components over the ETS

are complex task solutions of a task T based on its task

specification.

For example, the ETS of the visual servoing to a

target task in Fig. 6 is (R1 : Cam reader, R1 : SSD,

R2 : PID, R2 : Traj Gen 1) since with these four

E-PBOs, a multi-robot team could execute each sub-

task. (R1 : Cam reader, R1 : SSD, R1 : Dehazer,

R2 : PID, R2 : Traj Gen 1) is a complex task solu-

tion since there is a non-essential “Dehazer” swapped

into the task solution. Both ETS and CTS are impor-

tant to the Decider in the task level. With this knowl-

edge, the Decider can send an explicit command to the

Generator to synthesize task solution candidates and

the Generator can group them based on certain equiv-

alences and filter out infeasible candidates. This group

and filter process decreases the Decider decision space

dramatically 2.

Definition 6: (Task Solution Quality): It is helpful

for the Decider send the generate command and make

a decision since we have included “Resource” in the

task specification. The TSQ can be divided into two

parts: functional performance and non-functional per-

formance.

Functional performance is related to the output of

the Evaluator, as shown in Equation (3), where Q is

the number of components in a certain task solution;

Pthi
is the nominal performance threshold of the ith

component; and α is the weighting value corresponding

to the functional importance as composed to efficient

resource usage (non-functional performance) and is de-

finable by the user prior to deployment. For instance,

a higher α dictates that high functional performance

is imperative at any cost of resources. As a side note,

2 The details of the Decider decision making and the Gen-
erator synthesis will be illustrated in the following sections.
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Fig. 5 E-PBOs used in the visual servoing to a target task scenario in Section 6.

functional performance does not consider the number

of robots, since by using R-EVM, the robot bound-

ary has been dissolved. However, we should consider

the robot capabilities to execute each subtask in the

non-functional performance, as shown in Equation (4),

where N is the number of robots; O is the number of

non-functional parameters, such as CPU consumption

percentage, memory usage percentage and power con-

sumption percentage; M is the number of components

on a single robot; and βj is the weight value for each

resource, which defines the user preference of how to

balance the system performance. For instance, if the

weight of power consumption percentage is higher, this

shows the user wishes to maximize system longevity.

PF = α

Q∏
i=1

(
Pthi − Pcfi

Pthi

) (3)

PNF =

N∑
i=1

O∏
j=1

βj(1−
M∑
k=1

Pcnfijk) (4)

Before deciding on the best task solution from sev-

eral feasible task solution candidates obtained from the

Generator, the Decider should use these two equations

to ensure that the task solutions are feasible from a per-

formance perspective. Specifically, PF and PNF have

their own thresholds as set by the user; so for a given

task solution, only when both performance values ex-

ceed the threshold settings, the Decider will truly ac-

cept it as a feasible task solution candidate. This filter

process is based on Equation (5). If PTB = 0, the De-

cider immediately rejects this task solution candidate.

If PTB = 1, the Decider uses Equation (8) to calcu-

late the task performance value of every task solution

candidate and will ultimately choose the one with the

highest performance as the best and final task solution.
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Fig. 6 Task specification of visual servoing to a target task.

PTB = Binary(PF ) ∩Binary(PNF ) (5)

where

Binary(PF ) =

{
1 , PF > PF th

0 , others
(6)

Binary(PNF ) =

{
1 , PNF > PNF th

0 , others
(7)

PT = PF · PNF (8)

4 ReFrESH Dynamic Decision Making Support

In ReFrESH, the dynamic decision making processes

consist of (1)monitoring and diagnosing, (2)synthesiz-

ing, and (3)estimating and deciding. All these processes

are related to the Decider (located in the task layer

of Fig. 2), the brain of the reasoning mechanism. As

shown in Fig. 7, the Decider is a PBO 3. The vari-

able input ports are separated to two sets. The first

set is connected to the Evaluator outputs of each E-

PBO in the current task solution Tcur and the second

set is connected to the output of the Generator and is

composed of all feasible task solution candidates. The

resource port defines the specification of a task for the

Decider. The variable output ports consist of the ETS,

DBE−PBOs and Tfinal: the ETS and DBE−PBOs ports

are connected to the inputs of the Generator, which pro-

vide necessary details and support for the Generator

to synthesize task solution candidates. In the following

sections, the details of the decision making processes, as

presented in Fig. 8, and their corresponding functions

are illustrated.

3 Currently, we do not implement components in the task
layer - “Decider” and “Generator” - as E-PBOs since the de-
sign philosophy in this paper is that we assume components in
the task layer do not affect the performance of task execution,
only components in the component layer are related to task
execution. In future work, we will implement the “Decider”
as an E-PBO.
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Decider

SWEV1

SWEVm

.

.

HWEVn

.

.

HWEV1

Tcur

Ti

ETS

DBE-PBOs

Tfinal

Task specification

Fig. 7 The structure of the Decider as a PBO.

PTB=1

PTB=0

i<m

n=0

State 2: Task Solution Synthesis
 Broadcast a message throughout the 

system to collect all E-PBOs and build 
the DBE-PBOs.

 Send ETS and DBE-PBOs to Generator to 
support synthesis of m (m>0) task 

solution candidates.
 Receive the set of m task solution 

candidates from generator.

State 3: Estimation
 Request PF and PNF of each E-PBO in Ti 

from ES.
 Use equations (3) – (7) to ensure the 

feasibility of Ti  . 
 Use equation (8) to calculate PT for 

each feasible Ti and increment i.

State 1: Monitoring and Diagnosis
 Request PF and PNF of each E-PBO in 

Tcur from EV. 
 Using equations (3) - (7),  obtain PTB.

State 4: Final Decision and 
Reconfiguration

 Sort the PT and choose the first Ti who 
has the best performance.

 Migrate E-PBOs and connect them 
using self-maintenance mechanisms.

 Tcur= Ti.

Fig. 8 The state machine for control of the Decider reasoning mechanism in ReFrESH.
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4.1 Monitoring and Diagnosis

The Monitoring and diagnosis process corresponds to

State 1 in Fig. 8. Based upon the definition of the E-

PBO from Definition 1, besides a PBO (EX), there

is also an Evaluator (EV) attached. The EV monitors

both functional and non-functional performance of its

associated PBO component as it runs in Tcur. It gener-

ates discrete readings of the performances by sampling

the signal according to a frequency set in PBO real

time (PBO/RT) operating system; usually the same

frequency as the EX it is attached to but this is user

defined. A component is evaluated based on how well it

implements its action (PF ) in line with the demand

of the overarching task as well as how effectively it

uses system resources (PNF ). Considering we want to

support both software and hardware functional com-

ponents, we chose a set of non-functional requirements

for defining the non-functional performance of a com-

ponent to be {FPGA Area, Memory, CPU and Power}.
However, the user could add any parameter to this set.

Both PF and PNF of each E-PBO are requested by

the Decider. With these functional and non-functional

values, using Equation (3) to Equation (7) and diagnose

a fault. The Decider can monitor the performance of

the current running task solution.

4.2 Task Solution Synthesis

If the performance of Tcur is below the acceptable range,

the Decider broadcasts a message throughout the sys-

tem to acquire all E-PBOs that are currently avail-

able. With this data it can build the E-PBO database

(DBE−PBOs) to present Generator with evidence of the

many components it could use in all of the task solu-

tion candidates. The Decider also provides the ETS to

the Generator, so that it is aware of the basic structure

of the task. Based on these two details, the Generator

is able to know the class of every component (sensing,

computation, actuation), the node or nodes on which

every component exists, as well as which components

belong to the ETS. From here, the Generator is able

to commence synthesis of the task solution candidates.

4.2.1 Brute force generation of task solution

candidates

The Generator initially performs brute force combina-

tion (not permutation) of all of the components in the

ETS 4, taking one instantiation of each essential com-

4 To convey the Generator concisely, we say the compo-
nents in the ETS are “Essential Components” for a task.

ponent from each possessing robot for each combina-

tion. The Generator then creates more combinations by

supplementing the non-essential components into the

set of essential component combinations to construct

the CTS.

4.2.2 Group and prune similar task solution candidates

The full set of combinations are to be divided into

groups based on the assumption that any combination

which utilizes the same components and more strictly

the same instantiations of the SS and AS components

will exhibit approximately the same functional perfor-

mance. We can make this assumption because the CS

components are software algorithms that do not inter-

face to any physical hardware, so the functional perfor-

mance of different instantiations should be essentially

the same no matter the node location. The same can-

not be said for the SS and AS components as different

nodes interface with different hardware and so the per-

formance of these classes of components is highly de-

pendent on the hardware. Therefore, each combination

consisting of the same CS components and the same SS

and AS instantiations is expected to perform equally

as well and is grouped together. Because we assume

that all of the combinations in each of these groups will

have approximately the same functional performance,

the Decider need only choose a single candidate from

each group to send to the Estimator while the rest of

the candidates from the group are pruned out. This

greatly increases the efficiency of the decision making

process.

4.2.3 Pick Optimal task solution candidates

Although communication latency is not a focus here,

it is intuitive that a configuration candidate with the

fewest number of node hops between components will

be optimal. For that reason, the Generator selects the

component combination from each group with the least

node hops and if there is more than one such combina-

tion it simply chooses the first in the group. Ultimately,

the Generator will have devise a minimal test set of task

solution candidates that represents the exhaustive set

of combinations of all of the components available for

the task. It is far more efficient for the Decider to esti-

mate only this minimal set of solutions rather than the

unpruned exhaustive set.

4.3 Task Solution Candidates Estimation and Decision

The estimation process, State 3 in Fig. 8, is initiated

by the Decider to estimate the performance of each
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of the various task solution candidates that have been

generated by the Generator.

Specifically, based upon the ETS and the task spec-

ification, along with the port automata of the com-

ponents, the Decider configures the interconnection of

ESXi and ESYj of each component in a task solu-

tion candidate. Since the Estimators have separate in-

put and output ports from EX, the running component

can be used in the estimation process without having to

re-initialize the same components a second time. Once

the interconnections among all estimators are built, the

Decider starts to request the ES of all E-PBOs in the

new task solution to estimate the performance of its

respective component.

The Estimator runs its PBO for one cycle and es-

timates its performance from that cycle. In this way

we can estimate accurately how each of the compo-

nents will perform in the current environmental con-

ditions. The computed performance outputs ESf and

ESnf from every component in a task solution can-

didate are then sent to the Decider which uses them

to compute the total performance of this task solution

candidate by applying Equations (3 to 8). The Decider

repeats this process for each task solution candidate

and picks the most optimal candidate as the one with

the highest PT . The Decider outputs its decision to the

“Application Software” as the maintaining solution.

5 ReFrESH Built-in Maintenance Approaches

After the Decider makes a decision and outputs the

Tfinal, some of the components in this new task solution

may need to migrate to and load in among the different

robots in the event that the specified robot is capable

of running a component but it is not currently com-

piled in. This must happen with minimal impact to the

system performance. ReFrESH includes the R-EVM to

support such component migration across robot bound-

aries. As shown in Fig. 2, every Tcur or Tfinal consists

of both hardware accelerators (HWEX) and software

components (SWEX), and so, based upon the R-EVM,

we design software adaptation as well as hardware ac-

celerator dynamic reconfiguration approaches to allow

ReFrESH to maintain the system.

5.1 Software Adaptation

Software adaptation refers to the runtime software down-

loading and installation of reusable software compo-

nents that are not compiled into the existing executable

running on an embedded system. This requires sup-

port from both the operating system and the com-

munication subsystem. The PBOs framework of the

PBO/RT OS provides a good basis for component mi-

gration in embedded and real-time systems because it

encapsulates the methods needed to control periodic

and non-periodic tasks into a uniform programming

interface that is easily ported. E-PBOs in ReFrESH

are object-oriented software modules based on port au-

tomata. Port automata can represent a broad class of

arbitrary processes, so we will restrict our attention to

tasks based upon them.

Every embedded system, such as a robotic system,

requires some method to download code during devel-

opment and ours is no exception. We generally use hex

files (Intel HEX in microcontroller and MCS HEX in

filed pragrammable gate arrays (FPGA)) to download

code to the CPU, so it was natural to use the hex

file structure to implement code migration in PBO/RT.

The format is simple and efficient to implement in real-

time, it works on both lossy RS-232 and packet-based

networks, it’s easy to control with an ASCII terminal,

and the limited address range is not a problem for com-

pact, real-time tasks.

The standard hex file specification allows for only

six basic record types: data, end-of-file (EOF), extended

linear address, start linear address, and two record types

for Intel segmented addresses for legacy x86 systems.

We use only the data and end-of-file records for normal

downloading. Since hex files are based on specific, lo-

cated addresses, we augmented the file record structure

to include two new commands: offset function pointer

and module initialization pointer.

The offset function pointer record identifies the lo-

cation of internal function pointers in the code that

must be updated. Currently, there is no mechanism to

link non-OS function calls, so all required subroutines

must be included in the migrated object code. To build

the “07” (offset) commands, note that the .map file in-

dicates each function start address. So, the assignment

of the function pointers occurs somewhere in the com-

ponent initialization routine. The module initialization

pointer is a pointer to the initialization subroutine that

is unique to the Port-Based Object structure. This sub-

routine registers the module with the OS.

Upon receiving the file from the network, the OS

loads the module into memory (flash memory, in the

case of the ATmega or FPGA, which requires buffering

the program code in SRAM or BRAM (Block RAM)

and breaking it into 256-byte blocks) and spawns the

Port-Based Object. At this point, the module is in-

stalled and initialized and ready to run, so ReFrESH

has done its job.
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5.2 Hardware Accelerator Dynamic Reconfiguration

With the proliferation of programmable logic and flash

memory, it would seem that logic hardware reconfigura-

tion is a trivial matter. In fact, many commercial sys-

tems permit system reconfiguration through FPGAs.

But for real-time systems, dynamic reconfiguration re-

mains a challenge as time-determinism does not allow

for the entire system to be shut down while the FPGA

is re-flashed. To achieve logic hardware adaptation for

real-time systems, only a part of the system can be re-

configured at runtime at any given instant.

We have been developing architectures and tools for

hardware static and dynamic reconfiguration, which in-

clude the real-time operating system, application soft-

ware, and the Morphing Bus for sensor/actuator robotic

systems (Cui et al, 2014). By mirroring the external

Morphing Bus structure and combining a local crossbar

inside a single FPGA, a new partial dynamic reconfig-

uration (PDR) architecture named Morphing Crossbar

is proposed, as shown in Fig. 9. It is important to point

out that while the standard interface concept and cir-

cular routing of the Morphing Crossbar was inspired by

our Morphing Bus for peripheral interconnection, it is

not dependent on it and can be used in any applica-

tion. Thus, through bitstream migration, we are able

to dynamically load a bitstream 5 on-demand through

PBO/RT and map it to the hardware.

To address the problems of resource consumption

and high timing overhead in the process of PDR, the

Morphing Crossbar uses a hybrid mechanism that com-

bines the low resource consumption of bus-based PDR

mechanisms with the speed of a point-to-point cross-
bar. Specifically, each hardware component is separated

into two parts: one part is responsible for the data flow

and reconfiguration control (termed “wrapper”) and

the other part is responsible for the data processing

(termed “functionality”). The wrapper is connected to

the corresponding function module. During PDR, in-

stead of changing both parts for each component, by

only changing the wrapper the system can achieve hard-

ware component adding, removing, and swapping. This

decreases the configuration (partial bitstream) size, thereby

decreasing the reconfiguration timing overhead. Also,

this abstraction of the hardware module interface to

the re-routing design pattern we have employed reduces

consumption of internal resources and enhances hard-

ware reusability. The details of the Morphing Crossbar

design and implementation can be found in our previ-

ous work (He et al, 2012).

5 Bitstream is the compiled hardware accelerator compo-
nent in FPGA.

6 Experimental Analysis

To demonstrate the self adaptation process in ReFrESH,

a visual servoing to a target task is chosen here. Fig. 5

shows all E-PBOs we may use to accomplish this task.

For this case study we consider two situations. The

first situation consists of a single robot R1 executing

this task independently while the second employs a

team of two robots R1, R2. For both situations, the

initial configuration is deployed solely on R1 and the

initial configuration is shown in Fig. 10.

6.1 Single Robot Runtime Fault Detection &

Mitigation

In this situation, R1 executes a target tracking task.

The robot is equipped with the five software compo-

nents contained in the initial configuration. Thus,

ETS = {R1 : Cam reader | R1 : SSD | R1 :

Traj Gen 1 | R1 : PID | R1 : Tbot motor}
Besides these, two “Dehazer” components (one im-

plemented in software and the other in hardware) are

included in the Resource Layer. Each implementation

of the dehazing component has an advantage over the

other: the hardware implementation is able to process

at a faster speed since the FPGA is not limited by the

CPU, but the software implementation consumes far

less power.

At the start of task execution, the field of view of

the visual sensor is clear so the dehazing component

is not needed and is therefore not active. After smoke

blows in front of the visual sensor however, the view of

the target is obstructed, causing the Decider to detect a

dramatic performance degradation to an unacceptable

level and send the reconfiguration command to Gener-

ator to synthesize feasible task solution candidates. In

this case, there are two generated candidates since R1

is operating alone:

1. {R1 : Cam reader | R1 : Dehazer(SW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}
2. {R1 : Cam reader | R1 : Dehazer(HW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}

To test the formulations for task performance and

the Decider, we deliberately deplete the battery sup-

ply so that there is not enough power to activate the

hardware implementation of the “Dehazer”. The De-

cider sends the two generated candidates to Estimator

to estimate their performance and uses these estimated

values to make the final decision for the new optimal

configuration. The new configuration, shown in Fig. 11,

was chosen by the Decider as was to be expected.
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Fig. 9 The Morphing Bus structure is replicated internally on the FPGA to create the Morphing Crossbar. (a) when the
external peripheral boards are plugged into the base board through the local crossbar, the responding internal modules inter-
connect together. (b) the same external boards when we swap the board order; the responding internal modules interconnection
will change also.
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Fig. 10 Initial task configuration. The state machine of this task is the same as in Fig. 6.
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Fig. 11 The new optimal task configuration generated by incorporating a software “Dehazer” to mitigate system fault and
improve performance.

Fig. 12 depicts the performance of the system through-

out this process based on the error in the tracking al-

gorithm. We can see that the smoke blows in at around

the 4.4 second mark where the error exceeds the thresh-

old. At this point the robot reconfigures the task to use

the software dehazing component and the error very

quickly drops back below the threshold. The process

for self-adaptation in this situation is very short since

there are only two configuration candidates for the de-

cider to consider and all of the components are con-

tained on a single node so there is no need for lengthy

data communication.

6.2 Multiple Robot Runtime Fault Detection &

Mitigation

The use of multiple robots in ReFrESH allows for more

configuration candidates thus ensuring greater perfor-

mance and reliability in the system. For this situation,

we suppose that R1 no longer contains a secondary soft-

ware implementation of the dehazing component, but

instead it can cooperate with a second robot, R2, which

does contain one. R2 is also equipped with all of the

components utilized in the ETS as well. Once again as

smoke blows in and the visual sensor is obstructed, the

fault is detected by the Decider so that reconfiguration

can begin.

In this case, there are many more candidates to con-

sider since the two robots can cooperate and share in-

formation and resources, but because we have depleted

the battery life on R1, power consumption is still the

main concern. Therefore it can be expected that the

Decider will select the optimal configuration as the one

that incorporates the software dehazing component on

R2 into the initial configuration. This configuration is

shown in Fig. 13. Before the Decider can settle on this

optimal configuration, the Generator must first present

the candidates for estimation. After brute force genera-

tion, 96 possible configurations are discovered; initially

there are 32 configurations taken from 2 instantiations

of each of the 5 essential components, then each of these

configurations are appended with the hardware dehazer

on R1 for another 32 and with the software dehazer on

R2 for 32 more. In order to shorten the reconfiguration

process, these 96 configurations are divided into equiv-

alence groups in the manner presented previously. This

results in a total of 12 equivalence groups defined by

usage of the same Cam reader and Tbot motor instan-

tiations and the same dehazer component (ie. no de-

hazer, hardware dehazer, or software dehazer). In this

situation we have assumed the added stipulation that

only one of the two dehazers can be used in a configu-

ration to avoid double filtering of the raw image. The

Generator selects the candidate from each of these 12

groups with the fewest number of node hops and re-

turns the test set of configurations to the Decider ; this

set is shown below.

1. {R1 : Cam reader | R1 : SSD | R1 : Traj Gen 1 | R1 :

PID | R1 : Tbot motor}
2. {R1 : Cam reader | R1 : SSD | R1 : Traj Gen 1 | R1 :

PID | R2 : Tbot motor}
3. {R2 : Cam reader | R1 : SSD | R1 : Traj Gen 1 | R1 :

PID | R1 : Tbot motor}
4. {R2 : Cam reader | R2 : SSD | R2 : Traj Gen 1 | R2 :

PID | R2 : Tbot motor}
5. {R1 : Cam reader | R1 : Dehazer(HW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}
6. {R1 : Cam reader | R1 : Dehazer(HW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R2 : Tbot motor}
7. {R2 : Cam reader | R1 : Dehazer(HW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}
8. {R2 : Cam reader | R1 : Dehazer(HW ) | R2 :

SSD | R2 : Traj Gen 1 | R2 : PID | R2 : Tbot motor}
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Fig. 12 Single Node Reconfiguration Performance Based on Tracking Error

9. {R1 : Cam reader | R2 : Dehazer(SW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}
10. {R1 : Cam reader | R2 : Dehazer(SW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R2 : Tbot motor}
11. {R2 : Cam reader | R2 : Dehazer(SW ) | R1 :

SSD | R1 : Traj Gen 1 | R1 : PID | R1 : Tbot motor}
12. {R2 : Cam reader | R2 : Dehazer(SW ) | R2 :

SSD | R2 : Traj Gen 1 | R2 : PID | R2 : Tbot motor}

The Decider proceeds to gather estimates for the

performance of these 12 candidates and determines that

the optimal configuration is (9), corresponding to Fig. 13.

Fig. 14 depicts the performance of the multiple node

system throughout this process based on the error in

the tracking algorithm. Again the smoke blows in at

around the 4.4 second mark where the error exceeds

the threshold and node one begins the reconfiguration

process. This time, because there are many more config-

uration candidates to consider and because there is la-

tency between the two nodes when communicating the

estimated performance and output values of their com-

ponents, the reconfiguration process takes much longer.

During reconfiguration we can see that the error in the

tracking algorithm remained high since R1 still had not

activated a dehazing component. However, once the sys-

tem reconfigured and redistributed task responsibilities,

the error dropped below the threshold and the task was

executed effectively once again.

This application can be extended to a more com-

plex visual servoing scenario with the addition of sev-

eral components, but we show a simplified case here to

demonstrate fault tolerance by using ReFrESH.

7 Conclusion

This paper presents ReFrESH, an infrastructure for dy-

namic self-adaptation to preserve task performance for

resource constrained multi-robot systems in the pres-

ence of faults and uncertainty. We have introduced three

challenges in the design of such infrastructures to sup-

port dynamic decision making that in turn translate

to core advantages of using ReFrESH, those being: au-

tomatic fault detection and self adaptation triggering,

dynamic synthesis of task solution candidates, and on-

line estimation of candidate performance. The details of

the ReFrESH self-diagnosis and self-maintenance mech-

anisms were demonstrated. Through an application in-

volving runtime fault detection and fault mitigation by

coordinated adaptation among two autonomous mobile

robots, we have demonstrated the utility of ReFrESH

for fault tolerance in multi-robot systems.
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