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Abstract—Predicting future frames sequentially for a video is
considered a challenging generative modeling task. Our work is
among the few works for complete video generation. A video
is about objects (content) performing actions (motion). Based
on this, we utilize paired inputs including human skeleton
information as motion embedding and a human appearance
image as the content information, to generate novel motion
frames. Our approach is based on a video prediction model using
a combination of the Variational Autoencoder and Generative
Adversarial Network (VAE-GAN). On top of that, we applied
two attentional mechanisms to obtain the important regions of
interest in a video, aimed at improving the visual representation
of the human motion in the generated output. To evaluate the
performance of the proposed method, we conduct quantitative
and qualitative experiments including comparisons with state-
of-the-arts. As the result of experiments suggest, the proposed
method shows improved performance in comparison with other
widely used methods and performs favorably under the metrics
PSNR, SSIM, LPIPS, and FVD on Human3.6M dataset.

I. INTRODUCTION

Deep neural networks have recently succeeded in achieving

state-of-the-art performance on many image-to-image trans-

lation tasks. Deep generative models provide a means to

learn deep feature representations in an unsupervised manner

that can potentially leverage all the unlabeled images on the

Internet for training. They also might be used to generate new

images necessary for different vision applications. Recently,

there has been notable progress toward video generation. The

transition from generating images to generating videos has

turned out to be a difficult task, despite the fact that the

generated video has just one more dimension: that of time.

The video generation setting presents three essential chal-

lenges. First, whereas a video is a spatio-temporal which

records of visual appearance of objects performing different

actions, generative models could be able to learn the motion

patterns from a sequence of observed frames in addition to

learning their appearance to predict/generate the next frames.

If the learned object motion model is illogical, the generated

video may contain objects performing a physically impossible

motion. Second, the time dimension causes a large spatial

change. Consider the number of changes in the body that a

person can have when walking in a circle. Third, generative

models usually struggle from the motion artifacts which are

caused by body motion and cause degrading image quality.

Skeleton + Appearance

Output

Fig. 1: Overview of an assumption in our generative model,

which adopted the idea of using motion and content decom-

position to generate a video.

Several attempts to approach the video generation problem

were made through GAN [1], VAE [2], VAE-GAN hybrids

[3], and PixelCNNs [4]. However, the results of some of these

methods are often limited by two issues: (1.) severity of fore-

ground object distortion, and (2.) the difficulty in preserving

inter-frame consistency between a video’s compression stream.
Due to these problems, the need for more realistic videos

with novel motion frames constraints during the generation

process is evident. Therefore, we create the output sequence

based on the appearance image that guides the model for

content generation, and skeleton information that guides the

model for motion generation, in which the skeleton serves
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as a perfect low dimensional embedding for human motion.

Applying an attention mechanism in our model leads to

production of videos that are more visually realistic. This is

consistent with [5], which showed that applying the attention

to the GAN framework can provide benefits in the case of

image generation.

In this paper, we propose the Motion and Content de-

composed VAE-Attentional GAN model (MoCoVAE-AGAN)

framework for video generation. It generates a video clip by

sequentially generating images. Our model is inspired by the

attention mechanisms by [6], [5], and VAE-GAN model [3].

During training, the generator G maps the given inputs (the ap-

pearance image and the skeleton sequence) (x, s0), combined

with a sequence of latent random codes z0:T−1 compressed by

the encoder E, to the predicted sequence of future images (the

video clip) ŷ1:T , as shown in Fig.1. The predicted samples are

judged using an attention-guided discriminator network DGAN

as learned similarity measures, which distinguishes between

samples from the target distribution and the generator network.

At test time, to produce a sample output, a latent code zt−1 is

randomly sampled from a known distribution pθ(zt−1) (e.g., a

standard normal distribution) to create the latent space Zt−1.

After that, G maps input (x, s̃t−1) (the previous frame) and the

latent space Zt−1 to produce an output ŷt. The latent space is

posed into two spaces, where the deviation of an image in the

first space (the content space/ image appearance space) leads

content changes in a video, and the deviation in the second

space (the motion space/(articulated/kinematic) motion space)

results in temporal motions.

The contributions of our model can be summarized as

follows: (1.) The proposed method can generate videos with

large scale motion changes of an object, where previous works

achieve little success. (2.) Since decomposing motion and

content enables a more controlled video generation process

and allows us to generate videos with the same content but

different motion as well as videos with different content and

the same motion, our model is different from the previous

VAE-GAN video generation model [7] using only a single

input image that is mapped to the output. Our generative model

uses paired inputs that include human skeleton information

as motion embedding and a single human image as content

information to generate the output sequence. For example, in

a video of the greeting pose, content represents the identity

of the person, while motion represents the changes of the

body positions. Therefore, a pair of the person’s identity and

a position represents the image of this person in a timestep

ti. (3.) Although [8] and [9] adopt a motion and content

decomposed representation for video generation, both models

use a GAN approach which suffers from some serious flaws

like failing to produce diverse predictions. Our model uses a

VAE-GAN approach, which has proven to be superior to the

GAN approach [7]. (4.) We apply the attention mechanism

[6], [5] in order to generate videos with realistic dynamics

since we are dealing with Human3.6M dataset that contains

different complex scenarios compared to KTH dataset [7] like

direction and greeting.

II. RELATED WORK

Recently, the developments in generative models and object

motion prediction models based on the deep learning concept

have led to impressive advancements in video generation

and prediction. The initial video prediction approaches are

deterministic models, in which the values for the dependent

variables are entirely determined by the parameters of the

model. [10] suggested the robust baseline model on both a

filling and a generation task for unsupervised feature learning

using video data. The frames are divided into patches which

will predict their missing frames or extrapolate future frames

in the time given previous neighboring patches. This paramet-

ric model is able to generate realistic predictions of short video

sequences after being trained on natural videos. However,

predictions from deterministic models rapidly degrade over

time as uncertainty grows, converging average conglomerate

possible futures into a single, blurry prediction. Recently,

this has been handled by two robust stochastic approaches:

(1.) latent variational variable models (2.) adversarially-trained

models.

The successful approaches are to train a latent variable

model, such as Variational Recurrent Neural Network (VRNN)

[11], the Conditional VAE (CVAE) [12], Stochastic Video

Generation (SVG) model [13], and Stochastic Variational

Video Prediction (SV2P) model [14]. SVG succeeded to

achieve the best quantitative and qualitative evaluation com-

pared with these models. It adopted the VRNN formulation

[11], introducing per-step latent variables (SVG-FP) and a

variant with a learned prior (SVG-LP), which makes the

prior at a certain timestep a function of previous frames.

Though these models can provide distributions covering possi-

ble futures, blurry predictions are still produced, as prediction

distribution is still fully factorized over pixels.

Adversarially-trained models, on the other hand, are also

popular generative models, and a few successful attempts to

approach the video generation problem were built on it, such

as: the deep tensor GAN [15], Conditional Video GAN (C-

VGAN) [16] and the Concatenated GANs (CatGANs) [17].

The Motion and Content Decomposed GAN (MoCoGAN)

model [8] is considered a prominent model compared to the

others since it is able to disentangle the motion and content

of the frames. However, this model struggles to deal with

the multiple entities moving at once within a video. GANs

fail to cover the space of possible futures adequately, and so

may be unstable in their learning, making them challenging

to train. VAE-GAN hybrid model [3] has been used as an

alternative model to extend the traditional VAE objective with

an adversarial loss in order to obtain visually compelling gen-

erated images. A trade-off between VAE and GAN is offered

with this model: whereas the VAE component considerably

enhances the diversity of the generated images, and the GAN

loss is able to attain prediction results that are substantially

more realistic.

We differ from the previous work in our emphasis on

combining latent variables, which consists of two parts, one
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signifying content and one signifying motion, with the hinge

version of the adversarial loss used in GAN to produce a

high degree of visual and physical realism. Since the VAE-

style training with latent variables produces predictions that

are highly diverse, and the GAN model produces naturalistic

images, adding the GAN to the VAE model increases realism

without sacrificing diversity, at only a small cost in realism on

stochastic datasets. We adopt the attention mechanism, which

has greatly improved performance and gained the result of

recognizing actions by distinguishing between dynamic and

static regions in each frame of a video in Human3.6M dataset

that contains different complex scenarios.

.

III. THE PROPOSED GENERATION MODEL

Our goal is to provide a video prediction model that can

generate videos that are unique, complex, and realistic, in

which, for the given input, all predictions are possible futures.

Given the initial inputs (x, s0) – x an image containing the

foreground person as content information and a sequence of

skeletons s0 = {s1, ..., s10} (which is typically 10 frames) as

prior knowledge for the motion – and a sequence of latent

codes z0:T−1, we generate the predicted sequence of video

frames ŷ1:T that share the same appearance, with foreground

objects keeping a specific motion pattern as well (e.g., walk-

ing, sitting ....etc.). We formulate our problem in the context

of VAE and GAN.

A. Variational Auto-Encoder (VAE)

One way to force the latent codes to be ”more expressive

and meaningful” is to directly map the ground truth frames

y = [y1, ..., yT ] – where yt −→ (x, st) – of a video to them. The

encoder E compresses a video (T frames) into latent codes

z0:T−1, as follows:

[z0, ..., zT−1] =

[[
zx

z
(0)
s

]
, · · · ,

[
zx

z
(T−1)
s

]]
(1)

where zx is a content latent code and
[
z
(0)
s , ..., z

(T−1)
s

]
are

motion codes.

We use a conditional VAE [12], where the encoder and

decoder are conditioned on the previous frame. During train-

ing, the latent code zt−1 is sampled from a variational pos-

terior with a recognition model qφ(zt−1|(x, st−1:t)), which

is parametrized as a conditional distribution represented by

E(x, st−1:t) to produce the latent space Zt−1. At every time

step, E encodes any ambiguous information of the transition

between frames (x, st−1) and (x, st) into the following:

z(t−1) =

[
zx

z
(t−1)
s

]
, t = [1, ..., T ] (2)

The G then uses both z(t−1) and the input (x, s̃t−1) (the

previous predicted frame, where ŷt−1 −→ (x, s̃t−1) to synthe-

size the desired output ŷt. The model can be easily understood

as the reconstruction of yt, with latent encoding zt−1 concate-

nated with the (x, s̃t−1) – similar to an autoencoder [18].

We use a reconstruction loss L1 to encourage the output of

the generator to appropriate the input as well as to stabilize

the training process. To let back-propagation through E, L1

is written using the re-parametrization trick, as follows:

L1(G,E) = Ex,s0:T zt−1∼E(x,st−1:t)|Tt=1

[ T∑
t=1

‖yt (3)

−G((x, s0), z0:t−1)‖1
]

To enable sampling from the prior distribution pθ(zt−1)
during test time, a regularization term Lkl encourages the

approximate posterior qφ(zt−1|(x, st−1:t)) to be close to the

prior distribution pθ(zt−1),

Lkl(E) = Ex,s0:T

[
T∑

t=1

‖Dkl(E(x, st−1:t)‖pθ(zt−1))

]
(4)

where E[·] represents the expectation, θ and φ are the

parameters of the generative model and inference network,

respectively, and Dkl is the Kullback-Leibler divergence be-

tween the approximated posterior and assumed prior.

The VAE optimization seeks to minimize the following

objective, where the relative weighting of λ1 and λkl is

computed by the Laplacian distribution,

G∗, E∗ = argmin λ1L1(G,E) + λklLkl(E). (5)

B. Generative Adversarial Network (GAN)

Since GAN was conceived a few years ago, startling im-

provements in the quality and diversity of samples have been

achieved. Wasserstein GAN [19], (WGAN-GP) which is the

modified version of the improved WGAN [20], and Spectral

Normalization for Generative Adversarial Networks (SNGAN)

[21], are agnostic to the problem where GANs have typically

applied image generation. Researchers observed that these

innovations have difficulty in learning the image distributions

of diverse multi-class datasets, whereas they could easily

generate images with simpler geometry, such as sky, ocean,

etc., but failed on images with some specific geometry, such

as the visual appearance of a human involving on (e.g. face,

eyes, hands, legs). Moreover, unlike images, video relies on

visual appearance in addition to motion dynamics.

To address that, we apply the attention mechanism on

DGAN suggested by [5] to get more realistic images for

the human appearance. In addition, we apply the attention

mechanism on G suggested by [6] to combine the neighboring

frames with the current frame to get the interesting part of the

frame, which plays a crucial role in improving the prediction

of future human poses conditioned on previous poses. The loss

function applied to learn the model is the adversarial loss –

the binary cross-entropy loss– which is formulated as:

LGAN (G,D) = Ex,s1:T [logD(x, s0:T−1)] + (6)

Ex,s1:T zt∼p(zt)|T−1
t=0

[log(1−D(G(x, s0, z0:T−1)))] .
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Fig. 2: The block diagram of our proposed video generation model

We aim to solve

G∗ = argminmaxLGAN (G,D). (7)

This is the setting of GAN. In the conditional case, a per-

pixel reconstruction term LGAN
1 , which is a contractive loss

L1,is added to the objective, but we ignore that, since the latent

codes are sampled from the prior.

C. VAE-GAN Hybrid Model

The performance of a VAE-GAN hybrid model surpasses

the performance of the traditional VAE and GAN [3] since

VAE tends to produce blurry outputs during the reconstruction

phase and GAN can suffer from the problem of mode collapse.

Additionally, during training time, VAE produces latent codes

encoded from ground truth images, and never trains on com-

pletely randomly drawn latent codes, leading to a potential

train and test mismatch. GAN, on the other hand, is trained

with randomly drawn codes. This training is unstable and the

model therefore requires auxiliary losses.

The VAE-GAN hybrid model provides complementary

strengths. This approach combines the advantage of GAN

as a high quality generative model utilizing a learned loss

function through the discriminator which learns the statistics of

natural videos, and VAE as a method that creates an encoder of

data into the expressive and meaningful latent code useful for

producing accurate predictions at training time. Our generation

model combines both approaches, as shown in Fig. 2. The

details of network structures used of our model are explained

in Section Network Details. The objective of our model is

G∗, E∗ = argminmaxλ1L1(G,E) + λklLkl(E)+ (8)

LGAN (G,DGAN )

IV. EXPERIMENTS

A. Dataset

We evaluate our model with the real dataset, the Hu-

man3.6M dataset [22], which is a collection of indoor videos

with 11 actors filmed from four viewpoints, performing in 17

scenarios. For training, we use subject numbers 1, 5, 6, 7, and

8, and test on subject numbers 9 and 11. We use the Walking,

WalkTogether, Direction, Sitting, Sitting Down, and Greeting

scenarios in this dataset. All the videos are rescaled into the

range [−1, 1] as normalization. We condition on the first 10

frames and train to predict the next 40 frames. We extract the

skeletons using the real-time human pose estimator [23]. The

same estimator is used to detect the generated human motion

sequence to compare with the ground truth pose estimation.

B. Network Details

1) Encoder: The encoder E is a two-layer bidirectional

Long Short Term Memory network (LSTM) [24]. We process

skeleton-appearance input sequence (x, s0), ..., (x, sT−1) to

obtain the final state vectors
←−
h T ,

−→
h T from the second

bidirectional LSTM layer. These are then concatenated to

produce hT and fed into two fully connected layers to produce

the latent distribution parameters μ and σ, as following:

μ = WhμhT + bμ (9)

σ = log(exp(WhσhT + bσ) + 1) (10)

where Whμ
, Whσ

, bμ, and bσ are weight matrices and bias

vectors, respectively. In our experiments, we use an LSTM

state size of 512 for all layers and 8-latent dimensions. As

is standard in VAE, at every time step, E encodes a pair

of images (x, st−1) and (x, st) into μzt−1
and σzt−1

then

parametrizes the latent distribution as in Equation (11). The
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Model PSNR (↑) SSIM (↑) LPIPS (↓) FVD (↓)
CatGANs 31.85 ± 3.76 0.713± 0.06 0.091 ± 0.04 290.33

MoCoGAN 40.1 ± 3.38 0.808± 0.03 0.061 ± 0.04 148.11

SVG-LP 36.44 ± 2.68 0.795 ± 0.05 0.069 ± 0.04 256.23

Our Model 41.85 ± 2.25 0.812 ± 0.02 0.057 ± 0.04 146.89

Fig. 3: Quantitative Evaluation, Up: We show the evolution in time of the average PSNR, LPIPS and SSIM of the closet

predicted sample per test sequence to the ground truth. Down: We report the average FVD, PSNR, SSIM and LPIPS of the

closet sample to the ground truth for each test sequence.

same encoder network with shared weights is used at every

time step. The use of a bidirectional recurrent encoder ideally

gives the parametrization of the latent distribution longer-term

context about the input sequence.

zt−1 = μ

[
x

st−1:t

]
+ σ2

[
x

st−1:t

]
⊗ ε , ε ∼ N (0, I) (11)

2) Generator: Since the appearance image and the skeleton

one contain different information, they should to be modeled

separately as the input. The most straightforward technique is

to stack the two input images as a single input. Thus, we use a

siamese generator [25] to implement our generator network G.

G uses a Convolutional LSTM architecture (ConvLSTM) [26]

since the video generation setting is a sequential prediction

problem. The detailed structure of G is illustrated in TABLE

I. In the generator G the input is modeled by an encoding

network, and the features are concatenated at the bottleneck

layer for the decoder. In this manner, the different information

of both the appearance image and the skeleton is able to be

well-modeled respectively.

An attention mechanism lets the model to differentiate

irrelevant information to focus on the most relevant part of

the image as needed. However, images are different from

videos, containing multiple frames. Therefore, the parts where

activities are happening will be changing, and the interesting

areas in previous frames might not be the main portions in next

frame. We applied the attention mechanism on G suggested by

[6] in order to focus on the change of regions of interest in the

video frames, in which needed to improve the performance of

human pose estimation and action recognition. This attention

mechanism can impose geometric consistency among video

frames while using to estimate person pose in the images. In

the example, ”the boy is walking” , the attention mechanism

TABLE I: Details structure of the generator. The image size of

all the inputs is (128× 128) and the number of channels is 3.

The output of each encoder is concatenated as inputs (128×
128×6) for the decoder. BN denotes batch normalization [27]

Encoder
Layers Input size : 128×128×3

1 ConvLSTM-(64,K3×3), lReLU-(0.2)
2 ConvLSTM-(128,K3×3), BN, lReLU-(0.2)

3-6 ConvLSTM-(256,K3×3), BN, lReLU-(0.2)
6-8 ConvLSTM-(512,K3×3), BN, lReLU-(0.2)

Decoder
Layers Input size : 128×128×2

1-2 ConvLSTM-(512,K3×3), BN, Dropout-(0.3), ReLU
3-5 ConvLSTM-(1024,K3×3), BN, Dropout-(0.5), ReLU
6 ConvLSTM-(512,K3×3), BN, Dropout-(0.5), ReLU
7 ConvLSTM-(256,K3×3), BN, Dropout-(0.5), ReLU
8 ConvLSTM-(128,K3×3), BN, Dropout-(0.5), ReLU

leads the model to focus on the postural change of the legs

which are an essential factor to recognize the ”walking” poses.

3) Discriminator: The discriminator DGAN needs to

be able to classify the realistic triplets (x, st, yt) from

the synthesized triplets (x, s̃t, G(x, st−1, Zt−1)) , where

G(x, st−1, Zt−1) is (ŷt) and t = [1, .., T ]. Our discriminator is

a 3D convolutional neural network that takes in all the images

of the video at once. TABLE II shows the details of the

DGAN structure. Since the convolutions can only model local

dependencies with local receptive fields because they depend

on the spatial size of the kernel, the attention mechanism pro-

posed by [5] is applied to each convolutional layer in DGAN

to enhance global long-range dependencies of body parts in

which the DGAN can more accurately enforce complicated

geometric constrains on the global image structure which leads

the generator to produce realistic, consistent images. To sum
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Initial Predicted Frames
t=1 t=5 t=10 t=12 t=16 t=20 t=24 t=28 t=32 t=36 t=40 t=44 t=48

Ground

Truth

CATGANs

SVG-LP

MoCoGAN

Our Model

Fig. 4: Example predictions for a video sequences comparing our model to prior works for the Walking scenario

TABLE II: Details structure of the discriminator. BN denotes

batch normalization [27] and SN [21] denotes a normalization

technique called spectral normalization.

Layers input size: 128×128×3
1 Conv-(64,K3×3×3), SN+lReLU-(0.2)
2 Conv-(128,K3×3×3), BN+SN+lReLU-(0.2)
3 Conv-(256,K3×3×3), BN+SN+lReLU-(0.2)

4-6 Conv-(512,K3×3×3), BN+SN+lReLU-(0.2)
7 1 fully-connected (Dense), 1+SN

up, this attention mechanism helps the DGAN to check the

structural constraints of human body parts and distinguish

implausible poses to guide and refine the G training.

C. Training

Our model is trained with Adam optimization algorithm

[28] and a batch size of b = 64 on NVIDIA Tesla V100

GPUs (8xGPU). We use a learning rate warmup [29] starting

with an initial learning rate lr = 2e-5 that is linearly increased

at each time-step until reaching lr = 1.6e-4 in 5 epochs, in

which the model was trained for 100 epochs. We use β1 = 0.5,

β2 = 0.9, λ1 =100 and weight decay δ = 1e-4. We compare

our model to previous video generation approaches: CatGANs

[17], MoCoGAN [8], and SVG-LP [13]. We use their official

implementations to reproduce their results. These predictions

are initialized on the initial sequence of ground truth frames

(10 frames), and predict 40 future frames.

D. Evaluation

As there exists no standard evaluation protocol for image

and video generation tasks, in order to evaluate the quality of

the generated videos, we report both qualitative and quantita-

tive results.

1) Quantitative Evaluation: Defining evaluation metrics for

video prediction is an open research question. Generally, we

want models to predict sequences that are plausible, look

realistic, and cover all possible outcomes. However, we are

not aware of any metric that reflects all these aspects.

To measure coverage and plausibility, we use four metrics—

Peak Signal to Noise Ratio (PSNR) [30], Structural Similarity

Index (SSIM) [31], Learned Perceptual Image Patch Similarity

(LPIPS) [32], and Fréchet Video Distance (FVD) [33]. For

each ground truth test sequence, we sample 100 random pre-

dictions from the proposed model and other baseline models

which are conditioned on the test sequence initial frames. Then

we find the sample that best matches with the ground truth

sequence based on a metric and report that metric value.

PSNR is a standard error metric used to compare image

compression quality. PSNR is defined as follows:

PSNR = −10 log
(
(2n − 1)2

MSE

)
(12)

where MSE is the Mean Square Error between the ground

truth X and prediction results Y :

MSE =
1

HW

H∑
i=1

W∑
j=1

|Xi,j − Yi,j | (13)

SSIM is used to evaluate differences of brightness, contrast,

and image structure. The value of SSIM has a range between

0 to 1. SSIM is defined as follows:

SSIM(X,Y ) =
(2μX,Y μY + C1)(2σXY + C2)

(μ2
X + μ2

Y + C1)(σ2
X + σ2

Y + C2)
(14)

where μX and μY denote the mean values of images X and

Y , σX and σY denote the variances of X and Y , σXY is

covariance between X and Y , and C is a constant.

However, SSIM and PSNR do not correlate well with

human judgment as they lean towards preference of blurry

predictions over sharper but imperfect generations. LPIPS

has a better correlation to human judgment. LPIPS employs
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Actual

Skeleton

Generated

Generated

Skeleton

(a) Sitting

Ground

Truth

Actual

Skeleton

Generated

Generated

Skeleton

(b) Greeting

Fig. 5: Samples generated by our model in two scenarios Sitting and Greeting. The first rows contain the ground truth motion

sequence and second rows contain the ground truth skeletons, the third rows contain the samples generated by our model and

the fourth rows contain the generated skeletons

CNN features. Given two images, it runs them through an

image classification network such as VGG [34] – a deep

CNN for object recognition developed and trained by Oxford’s

renowned Visual Geometry Group– and returns a weighted L2

distance (Euclidean distance) of the network activation.
Additionally, we use the lately proposed FVD [33], which

measures sample realism. FVD uses features from a 3D CNN

and agrees quite well with human perception. FVD metric

does not compare directly between ground truth frames with

generated frames, but it compares populations of samples. We

compose the ground truth population by using all the test

sequences with their context while we compose the predicted

population by sampling one video out of the 100 generated for

each test sequence. We repeat this step 5 times and determine

the mean of the FVD scores obtained. We determine the FVD

metric between samples from the various models and test

sequences as well as the average PSNR, SSIM, and LPPS of

the best sample for each test sequence. The comparison results

of the proposed model versus other approaches are presented

in Fig. 3. Our model outperforms the CATGANs and SVG-

LP on all metrics by a significant margin. While our model

obtains better scores, MoCoGAN obtains comparable results

compared to the other two models.

E. Qualitative Evaluation
Fig. 4 shows the qualitative comparisons between our pro-

posed model and baseline generated models .The models are

conditioned on 10 frames (indicated by the vertical dashed

line) and tested to predict 40 frames. For the models, we show

the closest generated sample to ground truth using LPIPS.

The four sequences shown correspond to the human actions

of walking in circle.

As shown in the Fig. 4 (in the first sequence), CatGANs

generate low quality images that are blurry and degrade over

time. This model usually predicts a static image similar to the

last context frame. In addition, this approach can not recover

a sequence of articulated motion images in complex scenarios

included in Human3.6M dataset. The SVG-LP method pro-

duces sharper results and has a better coverage of the ground

truth sequences compared to CatGANs. Note, however, that

SVG-LP still blurs in uncertain areas such as occluded parts

of the background . SVG-LP sometimes has trouble modeling

motion in the dataset. MoCoGAN produces impressive results

on different generative applications related to human actions

that focus on one actor in the middle of the frame. However,

the motion discriminator was limited to handle a fixed number

of frames. This meant that the motion consistency of the

generated videos was verified on a limited number of frames.

As shown in the Fig. 4 (in the third sequence), MoCoGAN

succeeds in generating realistic images, but they turn out to

be blurry and degrade toward the end of the sequence.

As shown in the Fig. 4 (in the last sequence), our model

generates the most realistic sequence that not only preserves
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the appearance of the reference image, but also has clear

motion pattern. Additionally, Fig. 5 shows samples generated

by our model for the sitting and greeting scenario. It can

be seen that the predicted frames for this scenarios closely

resemble the ground truth.

V. CONCLUSION AND FURTHER WORK

We presented the MoCoVAE-AGAN framework that com-

bines latent variables, which consists of two parts, one sig-

nifying content and one signifying motion, with the hinge

version of the adversarial loss used in GAN to produce a

high degree of visual and physical realism. Since the VAE-

style training with latent variables produces predictions that

are highly diverse, and the GAN model produces naturalistic

images, adding the GAN to the VAE model increases realism

without sacrificing diversity, at only a small cost in realism

on stochastic datasets. We adopt the attention mechanism,

which has greatly improved performance and gained the result

of recognizing actions by distinguishing between dynamic

and static regions in each frame of a video. The proposed

generation model obtained the highest PSNR, SSIM, LPIPS,

and FVD scores over the state of the arts. The qualitative

evaluation also shows production of more realistic predictions

compared to the other methods. There is still a gap between

our model and a real video, regarding the limited number of

sequential generated frames, which indicates that there is much

left to do in the future.
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