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Abstract

We study a discrete-time queueing network with blocking that is primarily motivated by out-

patient network management. To tackle the curse of dimensionality in performance analysis,

we develop a refined mean-field approximation that deals with changing population size, a non-

conventional feature that makes the analysis challenging within existing literature. We explicitly

quantify the convergence rate for this approximation as O(1/N) with N being the system size.

Not only is this convergence better than the O(1/
√
N) convergence proven in prior work, but

our approximation shows a significant improvement in performance prediction accuracy when

the system size is small, compared to the conventional (unrefined) mean-field approximation.

This accuracy makes our approximation appealing to support decision-making in practice.

Keywords: queueing network, outpatient care, refined mean-field approximation, error analysis

1 Introduction

In this paper, we study a discrete-time queueing network motivated by outpatient capacity

management in coordinated care networks (CCN). In a CCN, several medical specialties and

services are co-located to diagnose and treat patients with complex conditions [1]. Their condi-

tions require these patients to visit multiple offices (henceforth “stations”) to meet with various

doctors or specialists and complete lab work/tests within a few days. However, each station

has a finite capacity (number of appointments available) each day, so not every patient can

get an appointment on the requested day. This is referred to as blocking. We model this type

of systems via a discrete-time queuing network with blocking to capture the patient flows of
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visiting different stations before exiting the system and our focus is to analyze the performance

of this system. We provide a more detailed introduction on the healthcare background and

model assumptions in Section 1.1. We use customers and patients interchangeably in this paper

given the healthcare context.

The most salient feature of this queueing network is the blocking mechanism – that is, when

the total number of requests exceed the capacity of that station on a given day, a proportion of

customers could not get their requested appointments. They would try again in the next day,

hoping to receive service at the requested station, before moving to the next station or exiting

the system. Performance analysis of this queueing network, such as evaluating the distribution

of the customer’s sojourn time (i.e., time to finish the itinerary of all required services) and

related service-level metrics, critically depends on the network blocking dynamics. The blocking

probability on each day is stochastic, depending on the number of customers requesting services

in different service stages and stations. The difficulty in analyzing this blocking mechanism

exactly lies in this as well: all customers currently in the system compete for the same set of

resources, so the chance of a customer getting blocked could depend on both who arrived earlier

and later than them. The blocking dynamics can be captured via a discrete-time Markov chain

(DTMC); however, the dimension of this DTMC increases with the network size. Analyzing

this DTMC, even numerically, becomes intractable for networks with realistic sizes, e.g., five

stations and capacity of around 50 slots in each station. To tackle the curse of dimensionality

and allow efficient performance evaluation, one often resorts to approximations. One common

approach is the mean-field approximation that replaces the interaction of a customer to others

in the network with an “average” interaction. Correspondingly, the mean-field model replaces

all the stochastic transitions with their deterministic counterparts.

Typical ways to justify the mean-field approximations involve showing the convergence of

the original stochastic systems to the trajectory of the mean-field model over any finite time in-

terval and then proving interchange of the limits [2,3]. Based on the Stein’s method framework,

the author of [4] provides a direct method of characterizing the convergence rate of stationary

distributions of stochastic systems to their mean-field limits. In a prior work [5], the authors

study a similar discrete-time queueing network with blocking and apply this direct method to

establish error bounds for the mean-field approximation. Because the approximation is estab-

lished for large system sizes, it does not work well in relatively small systems. Our numerical

study also shows that the mean-field approximation in [5] has significant gap from the “true”

value (from exact DTMC analysis) when the system size is relatively small, e.g., 10-20.

To address the gap and improve the approximation accuracy for the discrete-time network in
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a broader range of settings, we develop a refined mean-field approximation based on the recent

framework in [6]. We prove that this refined approximation achieves a faster convergence rate of

O(1/N) in system size N , compared to the earlier results of O(1/
√
N) convergence rate proved

in [5]. We substantiate our theoretical results with extensive numerical evidence, showing that

this refined approximation provides significantly more accurate performance predictions when

the system size is relatively small yet the computational efforts are of the same order. The

key innovation in our analysis and proof lies in dealing with the random population size M(t)

(the number of customers in the system) for each day t. Traditional mean-field models such

as the ones considered in [6] assume a fixed population size. This changing population size

renders our proof on characterizing the convergence highly non-trivial because (i) the key step

in the proof (characterizing one-step transition) involves evaluating first and second moment

information with the changing M(t) appearing in the denominator and (ii) the occupancy

measures (e.g., the proportion of customers being blocked) in the mean-field model are no

longer the expectations of the counterparts in the stochastic system as in conventional mean-

field models. Hence, intermediate variables need to be used and all first- and second-moment

analyses become less straightforward. In the rest of this section, we provide a brief motivation

for studying the network model, an overview of our main results, the operational importance of

those results, and a layout for the paper.

1.1 Motivation and Background

The discrete-time queueing network model we study is primarily motivated by outpatient net-

work management in coordinated care networks. CCNs are a burgeoning business model where

a suite of outpatient services such as physician consultations and imaging diagnostic services

are located in the same place. Many major academic medical centers are adopting this practice,

including Mayo Clinic and Cleveland Clinic [7, 8]. Patients travel to such a medical campus

to complete their diagnosis and treatment planning and often need to visit different medi-

cal services within the CCN to complete all of the necessary consultations/examinations – an

itinerary that typically lasts for a few days. However, it is infeasible for the medical center to

schedule their appointments in advance except the initial appointment (the root appointment)

because the actual services that a patient needs only become clear after the patient arrives and

gets the first consultation. This contrasts with traditional outpatient clinic settings, where all

appointments are scheduled in advance.

Because their subsequent consultations/examinations cannot be scheduled in advance, block-

ing could happen during their itinerary when there is no available appointment for one service

3



on the day the patient requests. In such a case, the patient must wait until the next day to try

to get an appointment. It is critical for the medical campus to do a proper capacity allocation

of the root appointments to minimize blocking and maximize the service level (i.e., proportion

of patients finishing service on certain days), while maintaining a desirable throughput rate for

revenue considerations.

Motivated by the CCN practice, [5] proposed a discrete-time queueing network with internal

blocking to capture the patient flows in the care network and the interplay between the root

appointment allocation and an individual patient’s itinerary time. This queueing network pro-

vides the foundation for performance evaluation and decision support on appointment capacity

allocation. The main performance metric of interest is the itinerary completion time, which

corresponds to the customer’s sojourn time in the queueing network. In this paper, we study

the same queueing network with the aim of developing more accurate performance predictions

on the blocking dynamics and the sojourn time distributions.

We refer to the patients whom we care about the itinerary completion performance as target

customers. Some of the medical services (i.e., stations) also serve patients who just need to visit

one service, e.g., a patient who needs to do a routine ultrasound check at the diagnostic imaging

station. We call these non-target patients exogenous customers. The exogenous customers are

incorporated in the network model to capture the uncertainty in the capacity available to

serve the target customers in each station. To focus on capturing the most salient modeling

features and first-order system dynamics, we assume that the exogenous customers do not retry

if blocked.1 In practice, the exogenous customers are usually diverted to another outpatient

service if blocked (e.g., a patient can do her routine ultrasound check in another location), since

they do not have to receive the service in the CCN as opposed to the target customers (whose

services in the itinerary must be finished in the same network).

It is worth emphasizing that the main motivation of our studied queueing network is the

outpatient setting, but the model applies more broadly to other business settings. Examples

include new product introduction (NPI) and job shop prototyping with multiple customers. In

NPI, the launch of a new product is often started without completely knowing the required steps

in advance. Different new products will compete for the same set of resources with potential

blocking and have different deadlines (on the sojourn times) to meet. In job shop prototyping,

different jobs may follow different paths and require revisits due to rework in a network with

multiple resource stations.

1This assumption can be easily extended though, e.g., treat the exogenous customers as another type of target
customers.
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1.2 Overview of Results

Consider a queueing network with n stations. Arrivals to each station u are driven by an

appointment allocation scheme with a deterministic arrival rate of λu(t) to station u on day t, t =

0, 1, . . . , i.e., the “root appointments.” In this paper, we take appointment allocations {λu(t)}

as given and focus on performance evaluation under the given allocation. We assume {λu(t)}

are deterministic in the baseline model and discuss the extensions to account for stochasticity

due to appointment no-shows in Section 5. Each station u has a capacity Cu(t), where we allow

the capacity to be time-varying to capture different staffing levels on different days, a common

phenomenon in many service systems.

We use mean-field analysis to tackle the curse of dimensionality associated with the per-

formance analysis in this queueing network. To establish the convergence analysis results, we

consider a sequence of queueing networks indexed by some scaling factor N , N = 1, 2, . . . . This

N , made precise in Section 4, is a scaling factor and corresponds to the system size. The arrival

rates and capacities are in constant order of this scaling factor and grow linearly in N when we

take the limit on N → ∞. Let U (N)
u (t) denote the proportion of blocked customers in station

u at time t in the Nth system; this proportion is often referred to as the occupancy measure

in mean-field analysis. The classical mean-field result, which is typically established based on

the functional law of large numbers, states that as N →∞, U (N)
u (t) converges almost surely to

µu(t), the proportion of blocked customers derived from the corresponding deterministic system

(the mean-field model), i.e., lim
N→∞

U (N)
u (t) = µu(t) a.s. ∀u, t.

In reality, however, no system would have infinite capacity. Hence, error analysis for finite-

size systems is critical. Establishing convergence of mean-field models in the limit and analyzing

the asymptotic behaviors of the systems do not provide information on the approximation qual-

ity in finite-size systems. As discussed, recent developments [4, 6] provide direct methods to

characterize the convergence rate of a large class of mean-field models based on the Stein’s

method framework. However, a major difference between our queueing model and the con-

ventional mean-field models in the literature is that the population size M(t) (the number of

customers in the system) is random and changes daily in our model. Due to this difference,

characterizing the convergence becomes non-trivial. The authors in [5] leveraged an auxiliary

variable approach to deal with the changing population issue, but they only proved O(1/
√
N)

convergence. In this paper we develop a refined mean-field approximation that can achieve

O(1/N) convergence rate. More precisely, for a testing function h that satisfies some technical
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conditions, there exists a constant Vt,h, such that

E
[
h
(
U (N)
u (t)

)]
− h(µu(t)) =

Vt,h
N

+ o

(
1

N

)
, (1)

where Vt,h can be computed iteratively in explicit forms. Setting h as the quadratic-mean func-

tion, this result implies convergence in probability, i.e., U (N)
u (t) converges to the point mass µu(t)

in probability for each station u. Consequently, the quantity µu(t) + Vt,h/N provides the re-

fined approximation for U (N)
u (t), providing the building block for calculating other performance

metrics such as the sojourn time distributions.

1.3 Operational Implications

The convergence results we prove in (1) have important implications for performance analysis

and operations decision making. In a single-station setting where the index u is dropped, we

can derive the following approximation for the mean of the blocking probabilities:

U(t) ≈ µ(t) +
Vt
N

+ o

(
1

N

)
.

This contrasts with U(t) ≈ µ(t) + O(1/
√
N) that was established in [5]. Here, the term Vt/N

depends on N and is the key term to provide a better approximation when N is relatively small.

Similarly, for the network setting, a refined approximation Uu(t) ≈ µu(t) +
Vu,t
N

+ o

(
1

N

)
could

be established for each station u in the network.

Figure 1 depicts the blocking probability process U(t) for a single-station and a network

model, respectively, under three calculations: simulation estimates (benchmark), original (un-

refined) mean-field approximations, and our refined approximations. It is clear from the figure

that our refined approximation significantly improves the prediction accuracy over the original

mean-field approximation. Specifically, the lines from our refined approximation (dashed lines)

are much closer to the “true” probabilities (solid lies) from simulation than those from the orig-

inal approximation (dotted lines). Next, we discuss how this enhanced accuracy helps improve

performance evaluation in the queueing network model and relevant decision making.

Sojourn Time Evaluation. The approximation for U(t) provides the foundation for perfor-

mance analysis of the main metric of interest – the customer’s sojourn time distribution. As

shown in [5], the sojourn time in the network can be characterized as a doubly-stochastic phase-

type distribution that depends on the distribution of U(t). Using the mean-field approximation

for U(t), we can remove one level of the stochasticity in evaluating the sojourn time distribution

while keeping the other layer. Keeping the other layer is crucial to evaluate service-level met-
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(a) Single station (b) Network with two stations

Figure 1: Trajectory of the proportion of blocked patients for N = 10 in a single-station
and a two-station network model. The figures compare the original (unrefined) mean field
approximation with the refined one and with the average of 1000 simulation runs of the system.
The detailed numerical settings (arrivals, capacities, etc.) are available in Section 7.

rics, e.g., the proportion of customers whose sojourn time is within a deadline. Consequently,

evaluating the sojourn time distribution becomes significantly more efficient and can be lever-

aged to design optimal capacity allocation, which is to find the best set of λ(t)’s such that

the service-level metrics are maximized. In other words, the mean-field approximation for the

blocking probability process is critical for both performance evaluation and decision making.

We now demonstrate how the enhanced accuracy in the blocking probability approximation

translates into the sojourn-time approximation. Figure 2 depicts the sojourn time distributions

from using the original (unrefined) approximation and the refined approximation compared

with the “true” values estimated from the simulation. We can see that even when the system

size is as small as N = 10, the approximation for the sojourn time distribution using our

refined approximation is remarkably close to that from the simulation values (plot (b)), which

is a significant improvement from the original approximation (plot (a)). Meanwhile, because the

refined approximation still admits explicit forms for calculation, the saving on the computational

efforts remain significant, compared to evaluating the original doubly-stochastic sojourn time

distribution, which involves large matrix power calculations over all possible realizations of the

blocking probabilities. In other words, our refined approximation improves the accuracy but

does not increase the computational efforts.

Paper organization. We review the relevant literature and summarize our contributions

in Section 2. For the technical analysis, we present the model and results in Section 3 for

the single-station model, which provides the cleanest results and lays the building blocks for

subsequent analyses. We state the main results (Theorem 1) formally and show the proof in

the single-station setting in Section 4. We discuss the extension to deal with stochastic arrivals
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(a) Original (unrefined) approximation (b) Refined approximation

Figure 2: Sojourn time distribution using (a) the original (unrefined) approximation, and (b)
refined approximation versus the benchmark (simulated) value.

in Section 5. We then introduce the network model and present the corresponding convergence

results in Section 6. We substantiate our theoretical results with numerical experiments in

Section 7, demonstrating the practical benefits of using our refined approximation, particularly

for small systems. We conclude the paper in Section 8.

2 Relevant Work and Contributions

Relevant work. Mean-field approximation is a widely used method to analyze large-scale

and complex stochastic models composed of interacting objects. This method was initially in-

troduced in game theory to average the interactions among multiple agents. It is now used

as a general tool for complex dynamic systems in various applications, e.g., infectious disease

spreading, statistical physics, communication networks, service systems, and large-scale cloud

computing systems and data center networks; see [2, 4] for detailed reviews of these applica-

tions. The core idea of replacing the interactions among agents with an average effect remains

unchanged in these applications. To be specific, the interaction between each individual and the

others in these dynamic systems is often highly complex and cannot be characterized or com-

puted efficiently [9,10]. Mean-field method replaces the individual interaction with the average

effect derived from analyzing a deterministic version of the original model, which replaces all

the stochastic dynamics by the first-order expectation. This is why mean-field approximation is

also referred to as fluid approximation sometimes as the stochastic dynamics are approximated

by the deterministic counterparts. In this paper we use the term “mean-field” to reflect the

core idea of replacing the individual interactions with the average effect, specifically, replacing

the blocking dynamics caused by all individuals currently in the system by the average blocking
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probability calculated from the corresponding deterministic model.

Traditionally, the functional law of large numbers was used to justify the mean-field ap-

proximation as the population size goes to infinity. Recent research has studied the accuracy

of the mean-field approximation method in finite population size via characterizing the rate of

convergence [4,11,12]. These works leverage the Stein’s method framework that was developed

in [13,14] and independently by a concurrent work [15]. The author of [4] applies this framework

to characterize the steady-state convergence rate to the equilibrium solution of the mean-field

model, showing the mean-field approximation is O(1/N) for a system with N homogeneous

agents. The authors of [6] establish refined approximations for mean-field models in DTMCs.

Our main framework of the refined approximations and the proof framework are mainly

based on the idea of [6], with the key difference being the need to deal with the changing

population size. The main difficulties in our proof also come from this difference, particularly

when bounding the remainder estimation (see Lemma 3) and computation of analytic forms

for the first-order terms in expansion with the random population size. In particular, for the

computation of the analytic forms, a challenge we met (could be a problem of independent

interest) is to approximate a negative moment. That is, approximate E[1/(X +A)] where X is

a random variable with parameters of order O(N) and A is a constant of order O(N). Relevant

studies have been done in [16] and [17]. However, the constant A is of order O(1) in these two

papers, which is different from our setting.

The main application of our studied queueing network is the outpatient network capacity

planning [5]. In similar healthcare applications, [18] studies the scheduling of patients to doctors

in an emergency department with multiple classes of patients with class-dependent deadlines,

modeling the system as a single station (doctor) with a feedback loop for in-process patients

and applying a holding cost to penalize long sojourn times. The authors leverage heavy-traffic

analysis and establish asymptotic optimality for their proposed policies. [19] employs a hybrid

robust-stochastic approach to solve the same problem. [20] develops a queueing network model

with a fork-join structure and studies the impact of strategic idleness in reducing the chance

of excessively long waits (deadline of 15 to 20 minutes) at each station. Our model differs

from these papers in that (i) our model is a discrete-time queue with batched arrivals; (ii)

all customers in the network compete for the same sets of resources; and (iii) the resulting

blocking probability itself is stochastic and strategic idleness is not an option. These features

also separate our model from conventional queues with blocking (typically tandem systems and

blocked customers continue to occupy upstream servers) and other queueing networks with

phase-type distributions [21–23].

9



Contributions. In summary, we make the following contributions to the literature:

• We establish a convergence result with a faster convergence rate that improves from O(1/
√
N)

in prior works to O(1/N) for a discrete-time queueing network with blocking. The main inno-

vation of our proof lies in dealing with the changing population size M(t) when establishing

the error bounds. The proof itself could be of independent interest for establishing conver-

gence rates in other queueing models.

• Via extensive numerical experiments, we show that our refined approximation significantly

improves the accuracy of the performance prediction empirically, demonstrating its practical

relevance. An appealing feature is that the computational efforts of our refined approxi-

mation do not increase compared to the conventional one since we provide a full analytical

characterization. Thus, our approximation provides a more accurate and efficient solution

that overcomes the curse of dimensionality in the DTMC analysis.

• An important operational implication of the improved accuracy from our refined approxima-

tion is better performance evaluation of the sojourn time distributions in the discrete-time

queueing networks, as illustrated in Section 1.3. This provides an important building block

to manage outpatient capacity allocation in CCNs and broader applications.

3 Queueing Model for the Single-station System

3.1 Single-station Queue with Blocking

We start by introducing the single-station model with homogeneous customer population.2

Recall that we refer to the customers of our main focus, i.e., whose performance metrics are

of the main interest, as the target customers. A target customer in the system has one of the

two statuses: not blocked (which means they have finished their appointment in the station) or

blocked (which means they cannot finish their appointment and will retry in the next period to

get an appointment). Correspondingly, the state space we track in the single-station setting is

a two-dimensional vector: (
MB(t),MNB(t)

)
,

where MB(t) and MNB(t) denote their number at the end of day t, respectively. Each customer

who is not blocked, after finishing service, has a chance of (1−p) of leaving the system that day,

and a chance of p of staying in the system and requesting a new appointment for the next day.

2The extension to account for heterogeneous customer classes can be done in a similar way as in the network
setting by adding more states into the state space; see Remark D.2 in the appendix. Therefore, for ease of
exposition, we focus on the homogeneous population in this paper.
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Each blocked customer must stay in the system and try to get an appointment the following

day. The number of new target customers entering the network is λ(t) on day t.

To describe the system dynamics, we denote M(t+ 1) as the total number of customers in

the system at the start of day t+ 1. We have that

M(t+ 1) = MB(t) + Bin(MNB(t), p) + λ(t+ 1), (2)

where Bin(MNB(t), p) denotes a binomial random variable (r.v.) with parameters MNB(t) and

p, and λ(t + 1) denotes the number of target customers arriving to the system on day t + 1,

which admits any general time-varying arrival rates that are common in many service systems.

In addition to the target customer, we assume a number of λe(t+1) exogenous customers will

request service on each day t + 1. The exogenous customers, if blocked, will leave the system

and do not go through the same retrial mechanism. In the motivating outpatient network

example, the exogenous customers capture the medical requests from non-target patients, e.g.,

an inpatient who needs a medical exam and will need to take a slot in the radiology image

station. After counting the exogenous customers, the total number of patients at day t + 1

equals M(t + 1) + λe(t + 1). In the baseline model considered in this section, we assume that

both λ(·) and λe(·) are deterministic; the extension to stochastic arrivals is in Section 5. It

is important to note that, even with deterministic arrivals, because of the stochasticity in the

number of visits each customer needs, the entire system is still stochastic with random blockings,

which will be made clear below.

We consider general, time-varying capacity. That is, at day t+1, the capacity of the station

at day t+1 is C(t+1). Conditional on the total number of requests from target customers being

M(t+1) = n, there will be b = (n+λe(t+1)−C(t+1))+ customers who cannot be accommodated

due to the capacity. We assume each customer, including target and exogenous customers, has

the same chance of being blocked. Under this “random-ordering” service discipline, the number

of blocked customers then follows a hyper-geometric distribution. Specifically, the b blocked

patients are chosen from two pools without replacement: the pool of M(t + 1) = n target

patients and the pool of λe(t+ 1) external patients. Correspondingly, we have that

MB(t+ 1) = hGeo
(
M(t+ 1) + λe(t+ 1), M(t+ 1), (M(t+ 1) + λe(t+ 1)− C(t+ 1))+

)
,

(3)

MNB(t+ 1) = M(t+ 1)−MB(t+ 1). (4)

Here, hGeo(n+k, n, b) denotes the hyper-geometric distribution with parameters (n, k, b), mean-

11



ing that the b blocked customers are drawn (without replacement) from a finite population of

size n + k that contains n target customers (and k non-target customers). We have that{(
MB(t),MNB(t)

)
, t = 0, 1, 2, . . .

}
forms a DTMC, with Equations (2), (3) and (4), describing

the system dynamics. Figure 3 visually illustrates the evolution dynamics from day t to t+ 1.

Figure 3: Evolution of the system dynamics. Here, “w.p.” means with probability. Only target

customers retrial if blocked; exogeneous customers are diverted if blocked.

For performance analysis, we focus on the blocking probability, defined as

U(t) =
MB(t)

M(t)
∈ [0, 1], (5)

which is the proportion of blocked patients at the end of day t. It is sufficient to track

(U(t),M(t)) for the stochastic system, as we can recover MB(t) and MNB(t) from U(t) and

M(t).

3.2 Mean-field Model

A deterministic approximation for the system dynamics can be described as follows:

m(t+ 1) = mB(t) + p ·mNB(t) + λ(t+ 1),

mB(t+ 1) = m(t+ 1) · βt+1,

mNB(t+ 1) = m(t+ 1)−mB(t+ 1).

Here, n(·), mB(·), and mNB(·) are the deterministic counterparts for N(·), MB(·), and MNB(·),

respectively, and

βt = β1(m(t)) =
(m(t) + λe(t)− C(t))+

m(t) + λe(t)
= max

(
1− C(t)

m(t) + λe(t)
, 0

)
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is the blocking probability on day t. This deterministic model replaces all the stochastic tran-

sitions with the corresponding means and is known as the mean-field model. We further define

µ(t) = mB(t)/m(t) (6)

to be the proportion of blocking patients, which equals βt for each t in the mean-field model.

Stochastic Model

M(t) number of target customers at t

MB(t) number of blocked target customers at t

MNB(t) number of non-blocked target customers at t
p probability of non-blocked target customers to stay in the system
λ(t) number of target customers arriving to the system on day t
λe(t) number of exogenous customers arriving to the system on day t
C(t) capacity of the station at day t
U(t) proportion of blocked patients at the end of day t, defined by Eq. (5)
V (t) scaled number of target customers at t, defined by Eq. (7)

Deterministic Model

m(t) number of target customers at t

mB(t) number of blocked target customers at t

mNB(t) number of non-blocked target customers at t
µ(t) proportion of blocked patients at the end of day t, defined by Eq. (6)
v(t) scaled number of target customers at t, defined by Eq. (8)
Ψ1 one-step transition from (µ(t), v(t)) to (µ(t+ 1), v(t+ 1)), defined by Eq. (9)

Table 1: Variables used in the single-station setting.

4 Refined Mean-field Analysis: Single Station

In this section, we specify the refined mean-field approximation for U(t), the proportion of

blocking customers in the single-station model. We then state and prove our first main theorem

on characterizing the convergence rate of the refined approximation.

4.1 Setting for Convergence Analysis and Notations

We consider a sequence of systems indexed by the scaling factor N and prove the desired

convergence results when N →∞. For notational simplicity, we drop the index N in denoting

the system states when there is no confusion. As discussed, different from the typical mean-

field analysis, the random population size M(t) in our setting imposes a non-trivial challenge

to characterize the convergence rate. To tackle this challenge, [5] proposes to use an auxiliary

variable. That is, for a given scaling constant N > 1, define the auxiliary variable

V (t) = M(t)/N ∈ V, (7)
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where V is the range for V (t). For the deterministic system,

v(t) = m(t)/N (8)

is the counterpart for V (t). It is easy to show that tracking (U(t),M(t)) for the stochastic

system is equivalent to tracking (U(t), V (t)), and tracking (µ(t),m(t)) is equivalent to tracking

(µ(t), v(t)) for the deterministic system. We adopt the same auxiliary variable approach in this

paper but will highlight the key difference in our proof from that of [5] in Section 4.6.

To facilitate the convergence analysis, we also define the following operators (mapping) for

transition dynamics in the deterministic systems. Specifically, we define

(µ(t+ 1), v(t+ 1)) = Ψ1(µ(t), v(t))

as the one-step transition from (µ(t), v(t)) to (µ(t+ 1), v(t+ 1)), where Ψ1 = (Ψµ
1 ,Ψ

v
1) follows:

v(t+ 1) = Ψv
1(µ, v) = v − (1− p)(1− µ)v +

λ(t+ 1)

N
,

µ(t+ 1) = Ψµ
1 (µ, v) = max

(
1− C(t+ 1)

v(t+ 1)N + λe(t+ 1)
, 0

)
.

(9)

We summarize all the notations of variables used in the single-station setting in Table 1. Note

that Ψv
1(µ, v) is a smooth function with continuous first, second and third derivatives, whereas

Ψµ
1 (µ, v) is a piecewise smooth function with a non-smooth point at (C(·)− λe(·))/N , i.e., the

point where the demand and the capacity are perfectly matched. On intervals that do not

contain this non-smooth point, both the first and second derivatives are continuous.

Before moving to the convergence analysis, we introduce some additional notations and

preliminary definitions to be used in the rest of the paper. For function f : Rn → Rp continuous

and twice differentiable, with f(x) = (f1(x), . . . , fp(x)), we denote its first, second, and third

derivatives by Df , D2f , and D3f , respectively, where Df(x) is the p×n (function) matrix with

(Df(x))ij =
∂fi(x)

∂xj
, and D2f(x) is the p×n×n (function) tensor with (D2f(x))ijk =

∂2fi(x)

∂xj∂xk
.

D3f is a tensor derivative defined similarly. Moreover, for a p×n×n tensor P and a n×n matrix

Q, we denote the product as P ·Q, which is a vector in Rp such that (P ·Q)i =

n∑
j,k=1

(P )ijk(Q)jk,

for i = 1, . . . , p. In addition, for a p×n matrix A and a n×m matrix B, we use the notation AB

for standard matrix multiplication: (AB)ij =
n∑
k=1

(A)ik(B)kj , for i = 1, . . . , p and j = 1, . . . ,m.

For a vector x, we let ‖x‖ denote the norm of x. Without otherwise specified, we use the

L2-norm in the rest of analysis, defined as ‖x‖ =

√∑
i

x2
i . We denote the vector outer product

as x⊗ y, defined as (x⊗ y)ij = xiyj .
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4.2 Assumptions

We state a few assumptions that will be used in the proof for the convergence rate. The first

assumption states our scaling for the arrival rates and the capacities in N for the sequence of

the stochastic systems.

Assumption 1 For any given scaling factor N ≥ 1, we assume that for each t ≥ 1, λ(t) =

r(t)N, λe(t) = re(t)N, C(t) = rc(t)N , where r(t), re(t), rc(t) > 0 are constants that do not

depend on N for each t ≥ 1. Furthermore, we assume that the initial state M(0) = c0N , where

c0 does not depend on N . We set v(0) = c0 for the initial condition.

As N →∞, the arrival rates (from target and non-target customers) and the capacities increase

linearly in N . Consequently, the number of customers in the system is in the order of N , and

N roughly describes the system size.

The next assumption deals with the non-smooth point in Ψµ
1 (µ, v) for the mean-field (de-

terministic) model. Recall from (9) that Ψv
1(µ, v) is smooth (infinitely differentiable) for any

(µ, v) ∈ [0, 1]×V, while Ψµ
1 (µ, v) is smooth except on one non-smooth point, where the demand

and capacity exactly match. That is, starting from state (µ, v) and after one-step transition,

the total requests exactly equals the capacity on day t+1, where the total requests is the sum of

MB(t+ 1) (blocked customers at the end of day t, beginning of t+ 1) and λe(t+ 1) (exogenous

arrivals). To avoid this non-smooth point, we just need

v(t+ 1)N + λe(t+ 1) 6= C(t+ 1),

which is equivalent to v(t+ 1) 6= v − (1− p)(1− µ)v +
λ(t+ 1)

N
. Plugging in the dynamics for

v(t+ 1) gives us the condition in the following assumption.

Assumption 2 We assume that for any given t ≥ 1, (µ(t), v(t)) /∈ Ωt, where

Ωt =

{
(µ, v) ∈ [0, 1]× V; v − (1− p)(1− µ)v +

λ(t+ 1)

N
=
C(t+ 1)− λe(t+ 1)

N

}
.

Assumption 2 says that for any given t, the deterministic process is not on the boundary

curve that corresponds to the non-smooth point (this boundary curve is Ωt). We note that this

condition does allow the deterministic process to jump across the boundary curve at different t

as long as it does not land on the boundary curve; hence, the assumption is not restrictive. To

illustrate, Figure 4 depicts the proportion 1− C(t+ 1)

v(t+ 1)N + λe(t+ 1)
with respect to the time t,

using settings from our numerical experiments (to be specified in Section 7). In the two plots,
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the boundary curve Ωt corresponds to the straight line at zero. We can see that the value either

jumps across the boundary line or stays on one side, satisfying Assumption 2.

(a) (b)

Figure 4: Examples where Assumption 2 is satisfied. The system is a single-station sys-
tem, with the system size N = 10. The initial conditions and parameters are set as:
[M(0),MB(0),MNB(0)] = [12N/10, 6N/10, 6N/10], λ(t) = 3N/10, λe(t) = 4N/10, C(t) =
9N/10. Retrial probability p is 0.33 for (a) and 0.5 for (b). See detailed numerical settings in
Section 7.

The third assumption is for the testing function to be used in the convergence results.

Assumption 3 Let the testing function h : [0, 1] × V → R be any three-times differentiable

function, where the third derivative of h is bounded by some constant, i.e., ‖D3h(·)‖ ≤ K for

some constant K > 0, which does not depend on N . Further, the outcome of the testing function

only depends on U(·), not on the auxiliary variable V (·).

We end this section with two remarks regarding V (t). First, V (t) is an auxiliary variable

to help track the state of the system, in particular, to make sure that the stochastic system

remains a Markov chain. However, U(t) is the variable to consider in the eventual convergence

results, not V (t). Hence, we require the values of the testing functions h to depend on U(t),

not V (t). Second, under the scaling in Assumption 1, given t, M(t) is in the order of N , the

same order as the arrival rates and capacities. Thus, (MB(t),MNB(t)) are in the same order

as N(t) and U(t) ∈ [0, 1]. Consequently, V (t) ∼ O(1) is in the constant order.

4.3 Main Results

We state our main theorem that establishes the convergence result for any given t. For notational

simplicity, in what follows we fix the initial condition with a vector ~m unless specified otherwise,

and we suppress this initial condition when there is no confusion. In particular, when we write

E[h(U(t), V (t))], we formally mean E [h(U(t), V (t)) | (U(0), V (0)) = ~m].
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Theorem 1 Assume that Assumptions 1 and 2 hold and that the stochastic and deterministic

systems start from the same initial state with (U(0), V (0)) = (µ(0), v(0)). Let At and Bt be,

respectively, a 2×2 matrix At = (DΨ1)(µ(t), v(t)) and a 2×2×2 tensor Bt = (D2Ψ1)(µ(t), v(t)).

Then, for any h : [0, 1]× V → R2 that satisfies Assumption 3,

lim
N→∞

NE [h (U(t), V (t))− h (µ(t), v(t))] = Dh(µ(t), v(t))Vt +
1

2
D2h(µ(t), v(t)) ·Wt,

where Vt is a 2× 1 vector and Wt is a 2× 2 matrix, defined as follows:

Vt+1 = AtVt +
1

2
Bt ·Wt + γ(µ(t), v(t)),

Wt+1 = Γ(µ(t), v(t)) +AtWtA
T
t

with V0 = 0, W0 = 0. Here, γ(µ(t), v(t)) is a two-dimensional vector that depends on the

conditional first moment of U(t + 1), E[U(t + 1)|M(t)]; Γ(µ(t), v(t)) is a 2 × 2 matrix that

depends on the first and second moments of U(t+ 1) and V (t+ 1) conditional on M(t).

We specify the detailed analytic forms for γ(µ(t), v(t)) and Γ(µ(t), v(t)) in Lemma 4. Ap-

plying h(µ, v) = µ gives us the following corollary.

Corollary 1 For any given t ≥ 1, under the assumptions of Theorem 1, we have that

E[U(t)] = µ(t) +
(Vt)1

N
+ o

(
1

N

)
,

where (·)1 denotes the first entry of the corresponding vector.

Compared to the unrefined (conventional) mean-field analysis that approximates U(t) with just

µ(t) (e.g., results established in [5]), the approximation established in this corollary will be

referred to as the refined mean-field approximation. In addition to the improved convergence

rate established in Theorem 1, we will show in Section 7 the more accurate performance of this

refined approximation via numerical experiments.

4.4 Proof for the Main Results

4.4.1 Roadmap

Before proving Theorem 1, we first provide the roadmap for its proof and highlight the main

challenges that we have overcome in proving this theorem.

The main framework is the induction argument. The most critical step is to establish

the mean-field approximation and characterize the corresponding error terms for the one-step
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transition in the stochastic system. This result will be proved in Lemma 1 for t = 1 and

then be generalized for any t in Lemma 2. Specifically, we apply Taylor expansion to the one-

step transition to derive the approximation based on matching the first moment (expectation).

The main challenge lies in specifying the analytical forms for the approximation and bounding

the error terms in this one-step transition – both tasks become highly nontrivial and much

more difficult than those in the conventional mean-field analysis because (i) M(t) is a random

variable, not a fixed population size, (ii) the one-step transition involves evaluating first and

second moment information with M(t) appearing in the denominator, and (iii) the blocking

proportion µ(t) in the deterministic system is no longer the expectation of that in the stochastic

system. For (iii), this requires us to use an intermediate variable to connect to the counterpart

in the stochastic system via conditional expectation, which imposes additional challenges in the

error analysis.

To prove Lemmas 1 and 2, we bound the error terms in Lemma 3. We specify the recursive

calculation in Lemma 4 for γ(µ(t), v(t)) and Γ(µ(t), v(t)) that are derived from the first-order

terms in the Taylor expansion. To prove Theorem 1, we also need Lemma 5 to bound another

term, which depends on Lemma 6. To establish the induction hypothesis, we prove Lemma

7 to verify that a new function derived from the current step still satisfies the hypothesis to

proceed to the next step. Lemma 8 provides estimations on several first- and second-moment

terms that are used in the proof of Lemmas 3 and 6. Figure 5 summarizes this roadmap and

the dependence among different lemmas.

Figure 5: Roadmap for proving Theorem 1.
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4.4.2 Proof of Theorem 1

Proof: We proceed by induction on t. The theorem clearly holds for t = 0. Assume that the

theorem now holds for some t ≥ 0. We then have

N(E[h(U(t+ 1), V (t+ 1))]− h(µ(t+ 1), v(t+ 1)))

= NE [h(U(t+ 1), V (t+ 1))− h (Ψ1(U(t), V (t)))] (part I)

+N (E [h (Ψ1(U(t), V (t)))]− h(µ(t+ 1), v(t+ 1))) (part II).

(10)

We analyze part I and part II separately.

Part I. For this part, the main idea is to apply Lemma 2 (proved based on Taylor expansion

and is a generalization of Lemma 1) and obtain the following decomposition for the conditional

expectation:

E [NE [h(U(t+ 1), V (t+ 1))− h (Ψ1(U(t), V (t))) | U(t), V (t)]]

= E [(Dh) (Ψ1(U(t), V (t))) γ(U(t), V (t))] + E
[

1

2

(
D2h

)
(Ψ1(U(t), V (t))) · Γ(U(t), V (t))

]
+ Θ(N),

where by Lemma 2, Θ(N) satisfies ‖Θ(N)‖ ≤ ξ(N). To bound part I, we need to interchange

the expectation to be within the Ψ1 operator. This requires us to deal with a subtlety that

(Dh)◦Ψ and (D2h)◦Ψ need to be continuous for this interchange to hold. This interchange does

not directly work due to the non-smooth point in Ψµ
1 , i.e., the blocking probability touches the

zero point when the demand and capacity perfectly matches. We need (U(t), V (t)), the states

observed at t, to be “close” enough to (µ(t), v(t)) so that we would not meet this non-smooth

point. In particular, we need them to be on the same side of the boundary curve Ωt defined in

Assumption 2. What we do next is to show that under Assumption 2, when N is sufficiently

large, the chance that they are not on the same side is small. Specifically, we decompose part

I into two sub-parts: one within the region of |U(t) − µ(t)| ≤ N−1/4 + CN−1 and the other

outside this region. We start by showing the probability of the latter goes to 0 when N →∞,

and then bound part I.

By induction hypotheses, there exists a constant C > 0, s.t.

‖E (U(t), V (t))− (µ(t), v(t))‖ ≤ C

N
.

This means ‖E (U(t))− µ(t)‖ ≤ C/N and ‖E (V (t))− v(t)‖ ≤ C/N. From Lemma 8, we know
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that |Var (U(t))| ≤ C1/N , which means

Pr
(
|U(t)− E (U(t)) | ≥ N−1/4

)
≤ Var (U(t))

N−1/2
≤ C1√

N
.

Assume that |U(t)− µ(t)| ≥ N−1/4 + CN−1. Then

|U(t)− E (U(t)) | ≥ |U(t)− µ(t)| − |µ(t)− E (U(t)) |

≥ N−1/4 + CN−1 − CN−1 ≥ N−1/4,

which means

{U(t) : |U(t)− µ(t)| ≥ N−1/4 + CN−1} ⊂ {|U(t)− E (U(t)) | ≥ N−1/4}.

Then we have that

Pr
(
|U(t)− µ(t)| ≥ N−1/4 + CN−1

)
≤ Pr

(
|U(t)− E (U(t)) | ≥ N−1/4

)
≤ C1√

N
.

Under Assumption 2, for N sufficiently large enough, |U(t) − µ(t)| ≤ N−1/4 + CN−1 means

(U(t), V (t)) and (µ(t), v(t)) would be on the same side of Ωt, in which we have that DΨ1 is

Lipschitz continuous and can interchange the expectation to be within the operator. Applying

Lemma 5 with g1 = (Dh)(Ψ1)γ and g2 = (D2h)(Ψ1) · Γ, as N →∞, we can rewrite part I as

E [(Dh) (Ψ1(U(t), V (t))) γ(U(t), V (t))] + E
[

1

2

(
D2h

)
(Ψ1(U(t), V (t))) · Γ(U(t), V (t))

]
+ Θ(N)

=

[
(Dh) (Ψ1(µ(t), v(t))) γ(µ(t), v(t)) +

1

2

(
D2h

)
(Ψ1(µ(t), v(t))) · Γ(µ(t), v(t)) + ξt,g1(N) + ξt,g2(N)

]
× Pr

(
|U(t)− µ(t)| ≤ N−1/4 + CN−1

)
+ Ch Pr

(
|U(t)− µ(t)| ≥ N−1/4 + CN−1

)
+ Θ(N).

Here, Ch is a constant, using the fact that Dh, D2, γ, and Γ are all uniformly bounded.

Since lim
N→∞

Pr
(
|U(t)− µ(t)| ≥ N−1/4 + CN−1

)
= 0, lim

N→∞
ξt,g1(N) = lim

N→∞
ξt,g2(N) = 0

from Lemma 5, and Θ(N) is bounded by ξ(N), which also goes to 0 as N → ∞ from Lemma

3, part I converges to

(Dh) (Ψ1(µ(t), v(t))) γ(µ(t), v(t)) +
1

2

(
D2h

)
(Ψ1(µ(t), v(t))) · Γ(µ(t), v(t)),

which is equivalent to

(Dh) (µ(t+ 1), v(t+ 1))γ(µ(t), v(t)) +
1

2

(
D2h

)
(µ(t+ 1), v(t+ 1)) · Γ(µ(t), v(t)). (11)
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Part II. For this part, we apply the induction hypothesis to h ◦Ψ1. We verify that h ◦Ψ1 is

three-times differentiable with norm-bounded third derivative in Lemma 7. Hence,

N (E [h (Ψ1(U(t), V (t)))]− h(µ(t+ 1), v(t+ 1)))

= N (E [h (Ψ1(U(t), V (t)))]− h (Ψ1(µ(t), v(t))))

= D (h ◦Ψ1) (µ(t), v(t))Vt +
1

2
D2 (h ◦Ψ1) (µ(t), v(t)) ·Wt + εt,h◦Ψ1(N). (12)

Now applying the chain rule to D(h ◦Ψ1), we can rewrite the first term in (12) as

D (h ◦Ψ1) (µ(t), v(t))Vt = (Dh) (Ψ1(µ(t), v(t))) (DΨ1) (µ(t), v(t))Vt

= (Dh)(µ(t+ 1), v(t+ 1)) (DΨ1) (µ(t), v(t))Vt

= (Dh)(µ(t+ 1), v(t+ 1))AtVt.

(13)

For the second term in (12), we apply the product rule along with the chain rule

1

2
D2 (h ◦Ψ1) ·Wt =

1

2
D ((Dh) (Ψ1) (DΨ1)) ·Wt

= (D ((Dh) (Ψ1)) · (DΨ1) + (Dh) (Ψ1) ·D (DΨ1)) · 1

2
Wt

=
((
D2h

)
(Ψ1) · (DΨ1) (DΨ1)T + (Dh) (Ψ1)

(
D2Ψ1

))
· 1

2
Wt.

Evaluating the above function at point (µ(t), v(t)), we have

1

2
D2 (h ◦Ψ1) (µ(t), v(t)) ·Wt =

(
D2h

)
(Ψ1(µ(t), v(t))) · (DΨ1) (µ(t), v(t))

1

2
Wt (DΨ1)T (µ(t), v(t))

+ (Dh) (Ψ1(µ(t), v(t)))
(
D2Ψ1(µ(t), v(t))

)
· 1

2
Wt,

which, using the definition of (µ(t + 1), v(t + 1)) = Ψ1(µ(t), v(t)) and the definition of At and

Bt, is the same as

1

2

(
D2h

)
(µ(t+ 1), v(t+ 1)) ·AtWtA

T
t +

1

2
(Dh)(µ(t+ 1), v(t+ 1)) (Bt ·Wt) . (14)

We complete the proof for Theorem 1 by combining Equations (11), (13) and (14).

4.5 Proof for Key Lemmas

The proof of Theorem 1 critically depends on the following lemmas. According to the frame-

work laid out in Section 4.4.1, we group the lemmas as follows and prove them in each of the
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subsequent subsections:

• Lemma 1 uses Taylor expansion to establish the error bounds on the one step transition for

t = 1 given the initial state. Lemma 2 generalizes Lemma 1 to any t ≥ 1. They are proven in

Section 4.5.1.

• Lemma 3 (proven in Section 4.5.2) and Lemma 4 (proven in Section 4.5.3) zoom in on the

Taylor expansion used in Lemma 1, with Lemma 3 characterizing the error bound and Lemma

4 specifying the analytical forms for the first-order terms in the expansion.

• Lemmas 5 through 7 verify other conditions needed for the induction proof. Moreover, the

proof of Lemmas 3 and 6 relies on some bounds on the conditional first and second moments

of V (t) and U(t), which we prove in Lemma 8. We state these lemmas in Section 4.5.4 and

prove them in Appendix B.

In all the analyses, we fix the initial condition with a vector ~m.

4.5.1 Taylor Expansion

Lemma 1 Let h : [0, 1]×V → R2 satisfy Assumption 3. Then, there exists a function ξ(N) such

that limN→∞ξ(N) = 0 and for all (U(0), V (0)) = (µ(0), v(0)) = ~m ∈ [0, 1] × V, the following

holds∥∥∥∥N (E[h(U(1), V (1))]− h (Ψ1(~m)))− (Dh) (Ψ1(~m)) γ(~m)− 1

2

(
D2h

)
(Ψ1(~m)) · Γ(~m)

∥∥∥∥
≤ ξ(N),

where γ(~m) and Γ(~m) are defined in Theorem 1 and specified in Lemma 4.

Proof: The proof relies on the Taylor expansion of h for (U(1), V (1)) in the neighborhood

of Ψ1(~m). Let ε = (U(1), V (1))−Ψ1(~m). We get

h(U(1), V (1))− h (Ψ1(~m)) = (Dh) (Ψ1(~m)) ε+
1

2

(
D2h

)
(Ψ1(~m)) · (ε⊗ ε) + o

(
‖ε‖2

)
.

The results follow by using Lemma 3 that shows ‖NE[o(||ε||2)]‖ ≤ ξ(N) and Lemma 4, which

establishes that NE[ε] = γ(~m) and NE[(ε⊗ ε)] = Γ(~m).

The following lemma is a direct generalization of Lemma 1.
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Lemma 2 Let h : [0, 1] × V → R2 satisfy Assumption 3. Then, there exists a function ξ(N)

such that limN→∞ξ(N) = 0 and for all (U(t), V (t)) = ~m′ ∈ [0, 1]× V, the following holds∥∥∥∥∥N (E[h(U(t+ 1), V (t+ 1)) | (U(t), V (t)) = ~m′]− h
(
Ψ1(~m′)

))
− (Dh)

(
Ψ1(~m′)

)
γ(~m′)

−1

2

(
D2h

) (
Ψ1(~m′)

)
· Γ(~m′)

∥∥∥∥ ≤ ξ(N).

4.5.2 Characterizing the Error Terms in Taylor Expansion

Lemma 3 bounds the error terms from the Taylor expansion and contains the main technical

innovation of this paper.

Lemma 3 Under the assumption of Lemma 1, there exists a function ξ(N) with lim
N→∞

ξ(N) = 0,

s.t.

‖NE[o(||ε||2)]‖ ≤ ξ(N).

Proof: First, we note that, since ‖D3h‖ is bounded, it is easy to show that ‖o(‖ε‖2)‖ ≤

L
(3)
h ‖ε‖

3, where L
(3)
h is the bound for ‖D3h‖, which is independent of N . Applying the average

inequality, we can show that ‖ε‖3 ≤ k0

[
|U(1)− µ(1)|3 + |V (1)− v(1)|3

]
, where k0 is some

constant. Next, we analyze E|U(1) − µ(1)|3 and E|V (1) − v(1)|3. For notational convenience,

in the rest of this proof we denote |V (1)− v(1)| as εv, |U(1)− µ(1)| as εu, and U(0) as u0 and

V (0) as v0 for the initial states.

(1) Bound E[ε3
v]. We have

E[ε3
v] ≤ E[ε3

v 1εv≥r] + E[ε3
v 1εv<r] ≤ E[ε3

v 1εv≥r] + rE[ε2
v 1εv<r]

≤ K1E[1εv≥r] + rE[ε2
v 1εv<r] ≤ K1 Pr[εv ≥ r] +

c0r

N
.

Here, the fourth (last) inequality holds because

E
[
ε2
v 1εv<r

]
≤ E

[
ε2
v

]
= E

[
(V (1)− v(1))2

]
= E

[
(V (1)−Ψv

1(u0, v0))2
]
.

We then get the bound by applying Lemma 8, where c0 is a constant that does not depend

on N and is the same c0 constant stated in Assumption 1. The third inequality follows from
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the fact that ε3
v is bounded by a constant K1 that does not depend on N because

ε3
v = |V (1)− v(1)|3

≤V (1)3 + 3V (1)2v(1) + 3V (1)v(1)2 + v(1)3

≤
(
Nv(0) + λ(1)

N

)3

+ 3

(
Nv(0) + λ(1)

N

)2(Nv(0) + λ(1)

N

)
+ 3

(
Nv(0) + λ(1)

N

)(
Nv(0) + λ(1)

N

)2

+

(
Nv(0) + λ(1)

N

)3

≤8 [v(0) + r(1)]3 .

The existence of K1 then follows from the scaling assumption in Assumption 1, i.e., v(0) = c0.

The remaining is to bound Pr[εv ≥ r] = Pr (|V (1)− E [V (1)] | ≥ r). Since M(1) ∼ Nu0v0 +

Bin (N (1− µ0) v0, p) + λ(1), we have that

V (1) ∼ u0v0 +
1

N
Bin (N (1− µ0) v0, p) +

1

N
λ(1)

=

[
u0v0 +

1

N
λ(1)

]
+ (1− µ0) v0

1

N (1− µ0) v0
Bin (N (1− µ0) v0, p) .

We denote

X̄ =
1

N (1− µ0) v0
Bin (N (1− µ0) v0, p) ,

which is the only non-deterministic part in V (1). Applying Hoeffding’s inequality to X̄, we

get

Pr (|V (1)− E [V (1)] | ≥ r) = Pr

(
|X̄ − E

[
X̄
]
| ≥ r

(1− µ0)v0

)

≤ 2e
−2N(1− µ0)v0

(
r

(1− µ0)v0

)2

= 2e
−2N

r2

(1− µ0)v0 .

Note that 0 ≤ u0 ≤ 1 and v0 = c0 (from Assumption 1), which gives 0 ≤ (1 − µ0)v0 ≤ c0,

where c0 is some constant that does not depend onN . Thus, we get Pr (|V (1)− E [V (1)] | ≥ r) ≤

2e−2Nr2/c0 , and consequently,

E[ε3
v] ≤ 2K1e

−2Nr2/c0 +
c0r

N
. (15)

(2) Bound E[ε3
u]. Note that the main difficulty in establishing the bound here is that µ(1) is

not the expectation of U(1), and we have to introduce an intermediate variable β1(n) (recall
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that β1(n) = E[U(·)|N(·) = n]). To specify,

E[ε3
u] = E[E[|U(1)− µ(1)|3 | M(1) = n]]

= E[E[|U(1)− β1(n) + β1(n)− µ(1)|3 | M(1) = n]]

≤ E[E[|U(1)− β1(n)|3 | M(1) = n]] + 3E[E[|U(1)− β1(n)|2|β1(n)− µ(1)| | M(1) = n]]

+ 3E[E[|U(1)− β1(n)||β1(n)− µ(1)|2 | M(1) = n]] + E[E[|β1(n)− µ(1)|3 | M(1) = n]].

(16)

We prove each of the four terms in (16) as follows.

(2a) For E[E[|U(1)− β1(n)|3 | M(1) = n]], we denote |U(1)− β1(n)| as ε̃1. Then,

E[E[|U(1)− β1(n)|3 | M(1) = n]]

≤E[E[ε̃3
11ε̃1≥r | M(1) = n]] + rE[E[ε̃2

11ε̃1<r | M(1) = n]]

≤K2E [Pr[ε̃1 ≥ r | M(1) = n]] +
c1r

N
,

with c1 being some constant that does not depend on N . Here, the last inequality

follows from the fact that ε̃3
1 is bounded and the fact that

E
[
E
[
ε̃2

11ε̃1<r | M(1) = n
]]
≤ E

[
E
[
ε̃2

1 | M(1) = n
]]

= E
[
E
[
(U(1)− β1(n))2 |M(1) = n

]]
;

we then get the desired bound by applying Lemma 8. It is worth mentioning that the

boundedness ε̃3
1 is straightforward since U(1), β1(n), µ(1) all correspond to proportions

and are upper bounded by 1. Similar arguments will be used in the rest of the proof

and are omitted to avoid repetition.

What remains is to bound E [Pr[ε̃1 ≥ r | M(1) = n]]. First, we recall that

MB(1) ∼ hGeo
(
M(1) + λe(1), M(1),

(
M(1) + λe(1)− C(1)

)+)
.

To bound the quantity of interest, we first consider the case when n+λe(1)−C(1) < 0.

This case is trivial since we have β1(n) = 0 and MB(1) = 0, which implies that

E
[

Pr [ε̃1 ≥ r |M(1) = n]
]

= 0.

Next, we consider the case that n+ λe(1)−C(1) ≥ 0. We perform a transformation for
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MB(1). Set p′ =
M(1) + λe(1)− C(1)

M(1) + λe(1)
and set Xi =

 1 with probability (p′)

0 with probability (1− p′)
to be a series zero-one random variables for i = 1, 2, . . . . Then, we can represent

MB(1) =

M(1)∑
i=1

Xi

according to [24]. Note that for hyper-geometric distribution, we do not need Xi’s to

be independent (in contrast to binomial).

Second, note that M(1) has range: Nu0v0 + λe(1) ≤ M(1) ≤ Nv0 + λe(1). Denote

n1 = Nu0v0 + λe(1) and n2 = Nv0 + λe(1). We have that

E
[
Pr
[
|U(1)− β1(n)| ≥ r | M(1) = n

]]
=

n2∑
n=n1

Pr
(
|U(1)− E[U(1)|M(1) = n]| ≥ r

∣∣ M(1) = n
)

Pr(M(1) = n)

=

n2∑
n=n1

Pr
(
|MB(1)− E[MB(1)|M(1) = n]| ≥ nr

∣∣ M(1) = n
)

Pr(M(1) = n).

Next, we apply Chernoff’s Inequality3 to the transformation of MB(1) and get

Pr
(
|MB(1)− E[MB(1)|M(1) = n]| ≥ nr

∣∣ M(1) = n
)

≤2e
−
n2r2

2np′ ≤ 2e
−
n

2
r2

≤ 2e
−
λe(1)

2
r2

= 2e
−
re(1)

2
Nr2

,

where the second inequality follows from the fact that p′ ≤ 1 and the third inequality

follows from the fact that n ≥ n1 ≥ λe(1). Thus,

E
[

Pr[ε̃1 ≥ r | M(1) = n]
]
≤ 2e

−
re(1)

2
Nr2

.

This implies that, for any given M(1) = n,

E
[
E[|U(1)− β1(n)|3 | M(1) = n]

]
≤ 2K2e

−
re(1)

2
Nr2

+
c1r

N
. (17)

(2b) For E
[
E[|U(1)−β1(n)|2|β1(n)−µ(1)|

∣∣M(1) = n]
]
, we use E

[
|U(1)− β1(n)|2 |M(1) = n

]
≤

3One subtlety when applying Chernoff’s Inequality to get the first inequality above is that we need r < p′.
Note that imposing this assumption is without loss of generality because we will take the limit when N → ∞
and only care about the case when r is sufficiently small.
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C(1)

n2
and E|β1(n)− µ(1)| ≤ c2√

N
from Lemma 8 and get

E
[
E[|U(1)− β1(n)|2|β1(n)− µ(1)|

∣∣ M(1) = n]
]

=E
[
|β1(n)− µ(1)| · E[|U(1)− β1(n)|2

∣∣ M(1) = n]
]

≤E
[
|β1(n)− µ(1)|C(1)

n2

]
≤E

[
|β1(n)− µ(1)| C(1)

λ2(1)

]
=
c1

N
· E [|β1(n)− µ(1)|]

≤ c1

N

c2√
N

=
c1c2

N3/2
,

(18)

where c1, c2 are constants that do not depend on N .

(2c) For E
[
E[|U(1)− β1(n)||β1(n)− µ(1)|2

∣∣ M(1) = n]
]
, we have that

E
[
E[|U(1)− β1(n)||β1(n)− µ(1)|2

∣∣ M(1) = n
]

≤E
[
|β1(n)− µ(1)|2

√
E[|U(1)− β1(n)|2 | M(1) = n]

]
≤E

[
|β1(n)− µ(1)|2 ·

√
C(1)

n2

]

≤
√
c1

N
· E[|β1(n)− µ(1)|2]

≤
c3
√
c1

N3/2
, (19)

where the first inequality follows from Jensen’s inequality, the third inequality follows

from that n is a realization of M(1) and is larger than λ(1), and the second and fourth

inequalities follow from Lemma 8. Here c1 and c3 are constants that do not depend on

N , with c1 being the same constant as that in Lemma 8.

(2d) For E
[
E[|β1(n)− µ(1)|3

∣∣ M(1) = n
]
:

E
[
E[|β1(n)− µ(1)|3

∣∣ M(1) = n
]

=E|β1(n)− µ(1)|3 = E
[
C(1)3 · |M(1)− v(1)N |3

(M(1) + λe(1))3 (v(1)N + λe(1))3

]
≤ C(1)3

(λ(1) + λe(1))6
E|M(1)− v(1)N |3

=
c4

N3
E|M(1)− v(1)N |3 = c4E|V (1)− v(1)|3

≤2c4K1e
−2Nr2/c0 +

c0c4r

N
, (20)
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where the last inequality follows from Lemma 8, and c0, c4 are constants that do not

depend on N .

Combining (27) to (20), after some algebra, we finally get

‖NE[o(||ε||2)]‖ ≤ NLhE[‖ε‖3]

≤k0L
(3)
h

{
2N
[
K2e

−re(1)Nr2/2 + (c4 + 1)K1e
−2Nr2/c0

]
+ (c0 + c1 + c0c4)r + 3

c1c2 +
√
c1c3

N1/2

}
,

where we denote the last line as ξr(N). The lemma is proved by noticing that lim
N→∞

ξ(N) = 0,

where ξ(N) = inf
r>0

ξr(N).

4.5.3 Characterizing the First-order Terms in Taylor Expansion

Lemma 4 specifies the analytical forms for the first-order terms in the Taylor expansion and

provides the recursive calculation for γ(µ(t), v(t)) and Γ(µ(t), v(t)) that appear in Theorem 1.

Lemma 4 Under the assumption of Lemma 1, we have NE[ε] = γ(~m) and NE[(ε⊗ε)] = Γ(~m),

where γ(~m) is a two-dimensional vector and Γ(~m) is a 2×2 matrix. Their explicit forms follow

γ(~m) =

(
NC(1)

[
1

v(1)N + λe(1)
− E

(
1

M(1) + λe(1)

)]
, 0

)
,

Γ(~m) =

Γ11(~m) Γ12(~m)

Γ21(~m) Γ22(~m)

 ,

where

Γ11(~m) = NC(1)2

(
E

[(
1

M(1) + λe(1)

)2
]

+
1

(v(1)N + λe(1))2
− 2

(v(1)N + λe(1))
E
[

1

M(1) + λe(1)

])

+NE
[

C(1)λe(M(1) + λe(1)− C(1))

M(1)(M(1) + λe(1))2(M(1) + λe(1)− 1)

]
,

Γ12(~m) = Γ21(~m) = −C(1) + C(1)(Nv(1) + λe(1))E
[

1

M(1) + λe(1)

]
,

Γ22(~m) = v(0)(1− µ(0))p(1− p),

and M(1) ∼ Nµ(0)v(0) + Bin(Nµ(0)(1− v(0)), p) + λ(1).

Proof: First, NE[ε] = (NE[U(1)− µ(1)], 0), where

NE[U(1)− µ(1)] = NC(1)

[
1

v(1)N + λe(1)
− E

(
1

M(1) + λe(1)

)]
.
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Then, we analyze E[(ε⊗ ε)], which equals

 E[U(1)−Ψµ
1 (~m)]2 E[(U(1)−Ψµ

1 (~m))(V (1)−Ψv
1(~m))]

E[(U(1)−Ψµ
1 (~m))(V (1)−Ψv

1(~m))] E[V (1)−Ψv
1(~m)]2

 .

The last entry in the matrix is E[V (1)−Ψv
1(~m)]2 = Var(V (1)), and a straightforward calculation

shows that Var(V (1)) = N−1v(0)(1− µ(0))p(1− p). Next, we calculate E[U(1)−Ψµ
1 (~m)]2:

E[U(1)−Ψµ
1 (~m)]2 = E[E[(U(1)− β1(n))2 | M(1) = n]] + E[β1(n)−Ψµ

1 (~m)]2,

where n ∼ Nµ(0)v(0) + Bin(Nµ(0)(1− v(0)), p) + λ(1). After some algebra, we can show that

E[β1(n)−Ψµ
1 (~m)]2 = C(1)2

{
E

[(
1

n+ λe(1)

)2
]

+
1

(v(1)N + λe(1))2
− 2

(v(1)N + λe(1))
E
[

1

n+ λe(1)

]}

and

E[E[(U(1)− β1(n))2 | M(1) = n]] = E [Var(U(1) | M(1) = Nv(1))]

= E
[
C(1)λe(1)(n+ λe(1)− C(1))

n(n+ λe(1))2(n+ λe(1)− 1)

]
.

Finally, we compute E[(U(1)−Ψµ
1 (~m))(V (1)−Ψv

1(~m))]:

E[(U(1)−Ψµ
1 (~m))(V (1)−Ψv

1(~m))] =E[E[(U(1)− β1(n) + β1(n)−Ψµ
1 (~m))(V (1)−Ψv

1(~m))]]

=E[β1(n)(V −Ψv
1(~m))]

=− C(1)

N
+
C(1)

N
(Nv(1) + λe(1))E

[
1

n+ λe(1)

]
.

Case t is a direct generalization of the above proof, i.e., we just need to replace µ(0), v(0),

λ(1), λe(1), C(1) with U(t− 1), V (t− 1), λ(t), λe(t), C(t).

Remark 1 Numerically evaluating γ(·) and Γ(·) involves series expansions. In particular, when

expanding E[1/(n+λe(1))] where n ∼ Nµ(0)v(0)+Bin(Nµ(0)(1−v(0)), p)+λ(1), the parameter

for the binomial distribution, mNB = Nµ(0)(1 − v(0)) may not be an integer because it comes

from the deterministic system (mean-field model). In this case, we can round mNB to the nearest

integer m̃ and get an approximation for E[1/(n+ λe(1))] as

E[1/(n+ λe(1))] ≈
m̃∑
k=0

(
m̃

k

)
1

k +Nµ(0)v(0) + λ(1) + λe(1)
pk(1− p)m̃−k
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by the definition of binomial r.v.. However, analyzing the error from this rounding is left for

future work.

4.5.4 Other Key Lemmas

In this section, we state the other lemmas that are required for proving Theorem 1: Lemmas 5,

6, 7 and 8. In the interest of space, the proof of these four lemmas will be in the appendix.

Lemma 5 Under the assumption of Lemma 1 and that (U(0), V (0)) converges weakly to (µ(0), v(0))

as N → ∞, for any Lipschitz continuous function g : [0, 1] × V → R2 with Lipschitz constant

that does not depend on N and all t, there exists a function ξt,g(N) such that lim
N→∞

ξt,g(N) = 0

and

‖E[g(U(t), V (t))]− g(µ(t), v(t))‖ ≤ ξt,g(N).

Lemma 6 For any fixed t, there exists a function η(N) such that lim
N→∞

η(N) = 0 and

Var(εu) ≤ η(N), Var(εv) ≤ η(N).

Lemma 7 Let Ψ1 be the function defined in Theorem 1, then Ψ1 is three-time differentiable,

and DΨ1, D2Ψ1 and D3Ψ1 are norm bounded.

Lemma 8 Under Assumption 1, given (U(0), V (0)) = (µ, v) with v = M(0)/N = c0 and c0 > 0

is some constant that is independent of µ, v,N , we have that

E [V (1)−Ψv
1(µ, v)] = 0, E

[
(V (1)−Ψv

1(µ, v))2
]
≤ c0

N

and

E [U(1)− β1(n) |M(1) = n] = 0, E
[
(U(1)− β1(n))2 |M(1) = n

]
≤ C(1)

n2
,

E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]
≤ c1

N
.

In addition, we have

E
∣∣β (M(1))−Ψµ

1 (µ, v)
∣∣ ≤ c2√

N
,
∣∣E [U(1)−Ψµ

1 (µ, v)]
∣∣ ≤ c2√

N

and

E
[(
β (M(1))−Ψµ

1 (µ, v)
)2] ≤ c3

N
,

where c1, c2, c3 are also some constants that are independent of µ, v,N .

30



4.6 Key to Improving the Convergence Rate

In this section, we compare our new proof with the one in [5] and demonstrate the key steps

that help us achieve the better convergence rate in this paper, i.e., 1/N versus 1/
√
N in prior

work. Specifically, when making the one-step transition approximation, [5] derives that

∣∣Eµ,v[h(U(1), V (1))]− h (Ψ1(µ, v))
∣∣ ≤ c1√

N

for some constant c1. The authors also use Taylor expansion to obtain this error bound, but

they only work up to the first-order accuracy, that is,

Eµ,v[h(U(1), V (1))]− h (Ψ1(µ, v)) = h′ (Ψ1(µ, v)) · Eµ,v[E ] + Eµ,v[o(E)],

where E = (U(1)−Ψµ
1 (µ, v), V (1)−Ψv

1(µ, v)). Further, their approximation on the first-order

terms are very rough, i.e.,
∣∣h′ (Ψ1(µ, v)) · Eµ,v[E ]

∣∣ ≤ c̃0/(γ
√
N). In contrast, we expand the

difference (Eµ,v[h(U(1), V (1))]− h (Ψ1(µ, v))) in this paper up to the second-order accuracy:

Eµ,v[h(U(1), V (1))]− h (Ψ1(µ, v))

=(Dh) (Ψ1(~m))Eµ,v[E ] +
1

2

(
D2h

)
(Ψ1(~m)) · Eµ,v[E ⊗ E ] + Eµ,v[o

(
‖E‖2

)
].

More importantly, instead of giving a rough estimation of the first two terms on the right hand

side, we explicitly account for them in the analytic computations for γ(·) and Γ(·) in our refined

mean-field analysis. To summarize at a high level, [5] includes all expansion remainders such

as Eµ,v[E ] and Eµ,v[o(E)] in the error analysis. In contrast, our paper performs a second-order

expansion and considers Eµ,v[o
(
‖E‖2

)
] in the error analysis. Meanwhile, we explicitly analyze

the expansion terms associated with Eµ,v[E ] and Eµ,v[E ⊗ E ] via iterative computations for a

refined approximation, which achieves better approximation accuracy.

5 Refined Mean-field Analysis: Stochastic Arrival

In this section, we extend the baseline setting studied in Section 4 to account for stochas-

tic arrivals. Specifically, we denote λ̃(t) as the stochastic arrivals, which follows a binomial

distribution

λ̃(t) ∼ Bin(m̃(t), p̃) + λ0(t),

where m̃(t) is the number of scheduled (root) appointments and p̃ is the probability of an

appointment showing up. λ0(t) here is a baseline arrival rate to ensure the existence of a lower
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bound for λ̃(t). This binomial assumption is commonly used in modeling appointment no-shows,

the main source of stochasticity in the outpatient scheduling [25]. To connect this stochastic

arrival with the deterministic counterpart in the baseline setting and leverage results there to

derive the mean-field approximations, we impose the following assumption:

Assumption 4 For any given scaling factor N ≥ 1, we assume that for each t ≥ 1, m̃(t) =

r̃(t)N, λ0(t) = r0(t)N , where r̃(t), r0(t) > 0 are constants that do not depend on N for each

t ≥ 1. Furthermore, we assume that

r̃(t)p̃+ r0(t) = r(t), (21)

which implies that E
[
λ̃(t)

]
= λ(t), where λ(t) is the deterministic arrival rate in the baseline

model (the deterministic arrival rate).

Imposing condition (21) is to connect this stochastic arrival model with our baseline model

and make our proof more unified. Under Assumption 4, the one-step transition Ψ1 = (Ψµ
1 ,Ψ

v
1)

from (µ(t), v(t)) to (µ(t+ 1), v(t+ 1)) follows exactly the same form before:

v(t+ 1) = Ψv
1(µ, v) = v − (1− p)(1− µ)v +

λ(t+ 1)

N
,

µ(t+ 1) = Ψµ
1 (µ, v) = max

(
1− C(t+ 1)

v(t+ 1)N + λe(t+ 1)
, 0

)
.

We now state the convergence result in the stochastic arrival setting.

Theorem 2 (Stochastic Arrival) Assume that (U(0), V (0)) = (µ(0), v(0)) and Assumption 4

holds for the stochastic arrival setting. Further, we assume Assumption 2 holds. Let At and

Bt be, respectively, a 2 × 2 matrix At = (DΨ1)(µ(t), v(t)) and a 2 × 2 × 2 tensor Bt =

(D2Ψ1)(µ(t), v(t)). Then, for any h : [0, 1]× V → R2 that satisfies Assumption 3,

lim
N→∞

NE [h (U(t), V (t))− h (µ(t), v(t))] = Dh(µ(t), v(t))Vt +
1

2
D2h(µ(t), v(t)) ·Wt,

where Vt is a 2× 1 vector and Wt is a 2× 2 matrix, defined the same as in Theorem 1:

Vt+1 = AtVt +
1

2
Bt ·Wt + γ(µ(t), v(t)),

Wt+1 = Γ(µ(t), v(t)) +AtWtA
T
t

with V0 = 0, W0 = 0.

Under Assumption 2, the results hold for both underloaded and overloaded regime, as in the

deterministic arrival case. The detailed forms of γ and Γ remain the same as in the baseline
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setting, except when we expand the terms for calculating E[1/M(1)] becomes slightly different,

which we specify at the end of this section. As a consequence of Theorem 2, Corollary 1 also

holds in the stochastic arrival setting.

The proof for Theorem 2 follows similarly as that for Theorem 1, and we highlight the main

differences in the proof. Specifically, Theorem 2 is based on Lemmas 1 and 2, which utilize

the Taylor expansion and do not need to be changed in the stochastic arrival setting. The two

main lemmas that need to be modified are Lemma 3, which bounds the remainder terms and

need to account for the additional stochasticity brought by the arrivals, and Lemma 8, which

provides various bounds for the first and second moments needed in the proof and is affected

by the stochastic arrival. Other lemmas do not need to modified as they do not require a prior

knowledge of λ(t); thus, the proofs are exactly the same. In the interest of space, we state

and prove the new version for these two lemmas in Appendix C. Specifically, Lemma 9 is the

modified version for Lemma 8, and Lemma 10 is the modified version for Lemma 3. With these

new lemmas, the rest of the proof for Theorem 2 follows the exact same procedure for proving

Theorem 1.

Evaluating γ(·) and Γ(·). Under the stochastic arrivals, the form of γ(·) and Γ(·) remain

the same as those under the deterministic arrivals, given the connection in (21). However, we

need to make some adjustment when numerically evaluating γ(·) and Γ(·). For example, when

calculating

E
(

1

M(1) + λe(1)

)
,

where M(1) ∼ Bin
(
MNB(0), p

)
+ MB(0) + Bin(m̃(1), p̃) + λ0(1), the alternate approximation

would be

E [1/ (M(1) + λe(1))]

≈
m̃∑
j=0

 m̃

j

 p̃j(1− p̃)m̃−j
ñ∑
k=0

 ñ

k

 1

k +Nµ(0)v(0) + λ0(1) + j + λe(1)
pk(1− p)ñ−k



Other expectations such as E
[
C(1)λe(1) (n+ λe(1)− C(1))

n (n+ λe(1))2 (n+ λe(1)− 1)

]
can be computed in the similar

manner.
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6 Refined Mean-field Analysis: Network Setting

6.1 Stochastic Network Model

The network setting consists of multiple stations u ∈ U = {1, . . . , n} in the system. For

simplicity, when we refer to a station u, we use ui and station i interchangeably. Just as in the

single-station setting, we denote MB
u (t) and MNB

u (t) as the number of blocked and non-blocked

patients at the end of day t for station u. We denote the total number of requests from the

target patients that will show up at the beginning of day t+ 1 for station u as Mu(t+ 1).

Different from the single-station setting, the probability of non-blocked patients staying in

the system will be divided into two cases, that is, they can transfer to other stations or exit the

system. We denote pi,j as the routing probability from station i to station j after completing

the current appointment at station i. We allow a non-zero probability of (1−
∑
u∈U

pi,u) to leave

the system directly. We have

Mu(t+ 1) = MB
u (t) +

∑
ũ

Mult
(
MNB
ũ (t), pũ,u

)
+ λu(t+ 1),

where Mult(MNB(t), pũ,u) denotes a multinomial r.v., corresponding to the non-blocked patients

who will need to visit station u (after completing service in station ũ) on day t+1, and λu(t+1)

is the number of target patients that will show up on day t+ 1. The total number of patients,

including the exogenous patients, then equals Mu(t+ 1) + λeu(t+ 1). As in the baseline single-

station setting, we assume that both λu(·) and λeu(·) are deterministic for analytical tractability.

The extension for stochastic arrivals λu(·) can be done following the same procedure as shown

in Section 5 and we omit the details in the interest of space.

The dynamics from Mu(t+ 1) to MB
u (t+ 1) and MNB

u (t+ 1) are the same as in the single-

station setting. We define

Uu(t) = MB
u (t)/Mu(t) ∈ [0, 1], u ∈ U , (22)

as the proportion of blocked patients at the end of day t for station u. Note that it is sufficient to

track (Uu(t),Mu(t),∀u ∈ U) as the state for the stochastic system since we can recover MB
u (t)

and MNB
u (t) from Uu(t) and Mu(t) for each state u. For the convergence analysis, we still

consider a sequence of systems indexed by some scaling factor N . For any given N ≥ 1, we
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define the auxiliary variables

Vu(t) =
Mu(t)

N
∈ V, u ∈ U , (23)

where V is the range for V (t) and depends on N . We impose the following assumptions on the

scaling for the arrival rates and capacities.

Assumption 5 For any given scaling factor N ≥ 1, we assume that for each t ≥ 1, λu(t) =

ru(t)N, λeu(t) = ru,e(t)N, Cu(t) = ru,c(t)N , where ru(t), ru,e(t), ru,c(t) > 0 are constants that

do not depend on N for each t ≥ 1 and each u ∈ U . Furthermore, we assume for each u that

the initial state Mu(0) = cu,0N where cu,0 does not depend on N .

Similar to the single-station setting, we impose the following assumption to exclude the bound-

ary curve (non-smooth points) for the deterministic process.

Assumption 6 We assume that for any given t ≥ 1, (µ(t), v(t)) /∈ Ωnet
t , where

Ωnet
t =

{
(µ, v) ∈ [0, 1]n × Vn; vu −

∑
ũ

pũ,u(1− µu)vu +
λu(t+ 1)

N
=
Cu(t+ 1)− λeu(t+ 1)

N
, ∀u

}
.

6.2 Deterministic System

The deterministic, mean-field model for the network setting follows, for each u ∈ U , that

mu(t+ 1) = mB
u (t) +

∑
ũ

pũ,u ·mNB
u (t) + λu(t+ 1),

mB
u (t+ 1) = mu(t+ 1) · βu(t+ 1),

mNB
u (t+ 1) = mu(t+ 1)−mB

u (t+ 1).

Here, mu(·),mB
u (·), and mNB

u (·) are the deterministic counterparts forMu(·),MB
u (·), andMNB

u (·),

respectively, and

βu(t) =
(mu(t) + λeu(t)− Cu(t))+

mu(t) + λeu(t)
= max

(
1− Cu(t)

mu(t) + λeu(t)
, 0

)

is the blocking probability at station u on day t. We further define

µu(t) = mB
u (t)/mu(t) = βu(t), (24)
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as the proportion of blocking patients for station u. We track {(µu(t), vu(t))}u as the system

state, where

vu(t) = mu(t)/N (25)

is the counterpart for Vu(t) with N ≥ 1 being the scaling factor. For ease of exposition, we also

define

(µ1(t+ 1), . . . , µn(t+ 1), v1(t+ 1), . . . , vn(t+ 1)) = Ψ1 (µ1(t), . . . , µn(t), v1(t), . . . , vn(t)) (26)

as the one-step transition. Specifically,

µ1(t+ 1) = Ψµ,1
1 (µ1(t), . . . , µn(t), v1(t), . . . , vn(t))

and

v1(t+ 1) = Ψv,1
1 (µ1(t), . . . , µn(t), v1(t), . . . , vn(t))

for station 1; other stations can be define similarly. We also use Ψµ
1 and Ψv

1 to denote

the corresponding vectors. For notational simplicity, we use U(t) to represent the vector

(U1(t), . . . , Un(t)), where n is the total number of stations in the network. We use V (t) and

M(t) similarly. For the deterministic system, we denote (µ1(t), . . . , µn(t), v1(t), . . . , vn(t)) with

the vector (µ(t), v(t)) when proper. We leave the summary of notation for variables used in the

multi-station setting in Appendix A.

6.3 Main Results

To prove the main theorem in the multi-station setting, the key is to note that all stations

function independently on how many customers are blocked or not today, conditional on the

total requests given at the beginning of the day. Thus, it is easy to extend the lemmas proved

in the single-station setting to the multi-station setting here.

Theorem 3 Assume that (U1(0), . . . , Un(0), V1(0), . . . , Vn(0)) = (µ1(0), . . . , µn(0), v1(0), . . . , vn(0)).

Further, we assume that Assumption 5 and 6 hold. Let At and Bt be respectively the 2n × 2n

matrix At = (DΨ1)(µ(t), v(t)) and the 2n × 2n × 2n tensor Bt = (D2Ψ1)(µ(t), v(t)). Then

for any continuous and three-times differentiable function with norm-bounded third derivative

h : [0, 1]n × Vn → R2n,

lim
N→∞

NE [h (U(t), V (t))− h (µ(t), v(t))] = Dh(µ(t), v(t))Vt +
1

2
D2h(µ(t), v(t)) ·Wt,
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where Vt is a 2n× 1 vector and Wt is a 2n× 2n matrix, defined as follows:

Vt+1 = AtVt +
1

2
Bt ·Wt + γ(µ(t), v(t)),

Wt+1 = Γ(µ(t), v(t)) +AtWtA
T
t ,

with V0 = 0, W0 = 0. Here, γ(µ(t), v(t)) is a 2n-dimensional vector that depends on E[U(t +

1)|M(t)], while Γ(µ(t), v(t)) is a 2n × 2n matrix that depends on the first and second moment

information on U(t+ 1) and V (t+ 1) conditional M(t).

We specify the analytic forms for γ(µ(t), v(t)) and Γ(µ(t), v(t)) in Lemma 14 of Appendix D. To

prove Theorem 3, we follow the same procedure as in the single-station setting. In the interest

of space, we leave all the details of these lemmas and proofs to Appendix D .

We end this section with a corollary that is similar to Corollary 1, which specifies the refined

mean-field approximation in the network setting.

Corollary 2 For any given t ≥ 1. Under the assumptions of Theorem 3, it holds that

E[U(t)] = µ(t) +
(Vt)1...n

N
+ o(

1

N
),

where (·)1...n denotes the first n entries of the vector.

7 Numerical Results

In this section, we present results from numerical experiments to substantiate our theoretical

results and demonstrate the practical benefits of using our refined approximation, particularly

for small systems. We present results for the single-station setting in Section 7.1 and results for

the network setting in Section 7.2. All the numerical experiments are implemented in MATLAB.

7.1 Single-station Setting

We first examine the quality of our refined mean-field approximation in the single-station setting,

in comparison to the original, unrefined approximation developed in [5]. Both approximations

are compared with simulation results (our benchmark). It is worth emphasizing that when

performing these numerical experiments, we go beyond settings that follow Assumption 1 and

show that our refined approximation performs well in broad parameter combinations.

Specifically, we consider a single-state model with the following parameters: p = 0.5, λ(t) =

3N/10, λe(t) = 4N/10, C(t) = 9N/10, where N is the system size (the scaling factor). We show

the numerical results for stochastic arrivals at the end of this section. The initial state values
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are chosen as [M(0),MB(0),MNB(0)] = [12N/10, 6N/10, 6N/10]. We focus on testing systems

with smaller N values; when N is large (e.g., larger than 100), our refined approximation has

only a negligible difference from the unrefined version. Consistent with the theoretical analysis,

we focus on the transient behavior and run the system over a horizon with length T = 100.

The four plots in Figure 6 correspond to system size N = 10, 20, 30 and 50, respectively.

The orange lines in each of the four plots correspond to the proportion of blocked patients

averaged from 1,000 simulated paths (benchmark) for t = 1 to 100, the green dotted lines are for

approximations from our refined approximation, and the blue solid lines are for approximations

from the original, unrefined mean-field approximations. We can clearly see that the refined

approximations are much closer to the simulated values (benchmark), especially for systems

with N = 10 and N = 20. As expected, the gap between the approximations (refined and

unrefined) and the simulated values decreases as N grows. Table 2 compares the accuracy of

unrefined approximations and our refined approximations with respect to simulation values.

We report the 10th, 50th and 90th percentile of the relative error (scaled error) with respect

to the simulation values among all times over the horizon T = 100. Specifically, for N = 10,

the median error of the unrefined approximation can be as large as 16.7%, whereas the median

error of the refined approximation is only 2.01%. The results are similar for N = 20 and

N = 30. Even for N = 50, our refined approximation is still much closer to the simulated

values with the median error less than 0.6%, in comparison to the 3% median error from using

the unrefined approximation. These results demonstrate the significant benefits of using our

refined approximation for performance analysis in small systems, which are more prevalent in

practice.

Original Refined

Scaled error 10th 50th 90th 10th 50th 90th

N = 10 6.16% 16.73% 18.75% 0.29% 2.01% 3.44%

N = 20 4.12% 8.97% 10.88% 0.39% 1.45% 3.01%

N = 30 2.51% 6.74% 8.14% 0.45% 1.47% 2.75%

N = 50 2.00% 3.23% 4.72% 0.15% 0.59% 1.82%

Table 2: Scaled errors from the unrefined (original) mean-field approximation and the refined
approximation with respect to the simulation values for the single-station model. The 10th,
50th and 90th percentiles of the scaled errors are reported.

We also examine the scaled error when the system (approximately) enters the steady state,

which is roughly after time 50 by visually observing the plots in Figure 6. In Table 3, we report

the scaled errors between the approximation and the simulated values averaged for all times

between t = 51 and 100. When the system is approximately in the steady state, the error

38



(a) N = 10 (b) N = 20

(c) N = 30 (d) N = 50

Figure 6: Trajectory of the proportion of blocked patients for N = 10, N = 20, N = 30
and N = 50. The figures compare the original mean-field approximation, the refined one, and
the simulated values from averaging of 1,000 simulation runs of the system. The shaded area
represents the 95% confidence interval for the simulated blocking proportion from 1000 samples.

is not acceptable (more than 8%) when using the unrefined approximation for small system

with N = 10 and 20. The scaled error significantly drops to below 2% when using the refined

approximation, making it relevant for practical use.

Original Refined

Approximation Simulation Scaled error Approximation Simulation Scaled error

N = 10 0.2501 0.3039 17.71% 0.2984 0.3039 1.82%

N = 20 0.2501 0.2744 8.88% 0.2739 0.2744 0.2%

N = 30 0.2501 0.2680 6.70% 0.2659 0.2680 0.8%

N = 50 0.2501 0.2605 4.00% 0.2595 0.2605 0.37%

Table 3: Scaled errors from the unrefined (original) mean-field approximation and the refined
approximation with respect to the simulation values for the single-station model. We report
the average of errors between time 51 and 100 here.

We also examine the performance when the probability p changes. Specifically, we test

p = 0.33 and p = 0.75 while keeping other parameters unchanged. Figure 7 shows that our

refined approximation still outperforms the unrefined one when p = 0.33. When p is larger,

the blocking probability is close to 1 and both approximations perform well. Appendix E.1
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shows more numerical results for other parameter settings (e.g., when arrival rates change) in

which our refined mean-field approximation still performs significantly better than the original,

unrefined version.

(a) p = 0.33 (b) p = 0.75

Figure 7: Trajectory of the proportion of blocked patients for p = 0.33 and p = 0.75. The figures
compare the original mean-field approximation, the refined one, and the simulated values from
averaging 1,000 simulation runs of the system. The shaded area represents the 95% confidence
interval for the simulated blocking proportion from 1000 samples.

Stochastic Arrivals. We now test the performance of our refined approximations in the

stochastic arrival setting. We set the experimental setting similar to that with the deterministic

arrivals, i.e., p = 0.5, λe(t) = 4N/10, C(t) = 9N/10, where N = 10 is the system size (the

scaling factor). The main difference is the arrivals from target patients become stochastic and

follow a binomial distribution to capture appointment no-show (see Section 5). Specifically, we

assume λ̃(t) = Bin(2N/10, 2/3) +N/10 so that the expected arrival rate equals the value in the

deterministic setting. The initial state values also remain unchanged.

Figure 8(a) depicts the blocking probabilities from the original and refined mean-field ap-

proximations under this stochastic arrival setting. For comparison, we also depict the approx-

imation results for deterministic λ(t) = 3N/10 (equals the expected arrival rate E[λ̃(t)]) in

Figure 8(b). We observe that the refined mean-field approximation achieves much better ac-

curacy when the arrivals are stochastic. Moreover, comparing the stochastic arrival and the

deterministic arrival scenarios, we can see that the blocking probabilities are slightly higher in

the stochastic case (around 0.33) than the deterministic case (around 0.30). This is expected

because the stochastic arrivals generate more variabilities in the system dynamics and lead to

more blocking cases even if the expected arrivals are the same.
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(a) Approximations for stochastic λ̃ (b) Approximations for deterministic λ

Figure 8: Approximation for stochastic λ̃ (left) and deterministic λ (right). The shaded area
represents the 95% confidence interval for the simulated blocking proportion from 1000 samples.

7.2 Network Setting

In this section, we evaluate the approximation quality in networks. For illustration pur-

poses, we focus on a two-station model and a three-station model of small sizes. Figure 9

depicts the trajectory of the proportion of blocked patients for N = 10 in the two-station

model over the time interval between 0 and 100. The initial value [M1(0),MB
1 (0),MNB

1 (0)] =

[M2(0),MB
2 (0),MNB

2 (0)] = [12N/10, 6N/10, 6N/10]. Other parameters follow

p =

0.25 0.25

0.2 0.3

 , λi(t) = 3N/10, Ci(t) = 9N/10, i = 1, 2.

The external arrival rates are λei (t) = 4N/10 for plot (a) and λe1(t) = 7N/10, λe2(t) = 4N/10 for

plot (b). Figure 10 shows similar comparison results for the three-station network with N = 10.

The initial values for the three stations remain [12N/10, 6N/10, 6N/10]. Other parameters

follow λi(t) = 3N/10, λei (t) = 4N/10, Ci(t) = 9N/10, i = 1, 2, 3 and

p =


0.1 0.15 0.2

0.2 0.1 0.15

0.15 0.2 0.1

 .

From Figures 9 and 10, we can see that the refined mean-field approximation achieves much

better prediction accuracy than the original (unrefined) approximation.

Similar to the single-station setting, we also examine the scaled error. Table 4 reports the

10th, 50th and 90th percentile of the scaled error for the three-station setting, between the

original or refined approximation and the simulation values (benchmark), for t from 1 to 100.
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(a) (b)

Figure 9: Trajectory of the proportion of blocked patients for N = 10 in the two-station model.
The shaded area represents the 95% confidence interval for the simulated blocking proportion
from 1,000 samples.

(a) Station 1 (b) Station 2 (c) Station 3

Figure 10: Trajectory of the proportion of blocked patients for N = 10 in the three-station
model. The shaded area represents the 95% confidence interval for the simulated blocking
proportion from 1000 samples.
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Table 5 reports the scaled error after the system (roughly) enters the steady state, for t from 50

to 100. Again, we can see that the median error from the unrefined approximation technique

for each station could be larger than 40%, which makes the approximation unacceptable for

practical use. In contrast, the median error dramatically drops to below 5% when using the

refined approximation. The trend is similar when the system is in the steady state.

Appendices E.3 and E.4 detail numerical results under several more parameter settings for

the two- and three-station settings. Those results consistently show that our refined mean-field

approximation works significantly better than the unrefined version.

Original Refined

Scaled error 10th 50th 90th 10th 50th 90th

Station 1 16.04% 41.54% 43.67% 0.50% 3.44% 7.20%

Station 2 18.47% 40.59% 42.95% 0.68% 4.71% 9.33%

Station 3 20.07% 41.42% 43.52% 0.8% 3.91% 7.67%

Table 4: Scaled errors from the unrefined (original) mean-field approximation and the refined
approximation with respect to the simulation values for the three-station network model. The
10th, 50th and 90th percentiles of the errors are reported.

Original Refined

Approximation Simulation Scaled error Approximation Simulation Scaled error

Station 1 0.1136 0.1961 42.04% 0.2028 0.1961 3.43%

Station 2 0.1136 0.1921 40.84% 0.2028 0.1921 5.58%

Station 3 0.1136 0.1960 42.02% 0.2028 0.1960 3.47%

Table 5: Scaled errors from the unrefined (original) mean-field approximation and the refined
approximation with respect to the simulation values for the three-station network model. We
report the average of errors between time 51 and 100 here.

8 Conclusion

This paper develops a refined mean-field approximation for a discrete-time queueing network

with blocking and changing population size. For the primary metric that determines the sojourn

time, the blocking probability, our refined approximation not only achieves a provably faster

convergence rate but also shows significantly improved accuracy in performance prediction for

small systems via numerical experiments. This result is important for operations management

(OM) because the queueing model we studied has wide applications in various fields like health-

care, service operations and new product development. The improved accuracy from our refined

approximation is appealing to many OM problems given that service stations in networks often
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have capacities in the order of 20 to 30 (for each station), not hundreds as required by the con-

ventional mean-field analysis. This refined approximation provides important building blocks

for evaluating other performance metrics that are crucial for decision support, such as the so-

journ time distribution which is needed in capacity allocation planning in outpatient networks.

Future research extensions include rigorously characterizing the error bound in sojourn time

distribution when using the approximated blocking probability and developing optimization al-

gorithms to identify the best capacity allocation scheme based on the refined approximation to

maximize service levels and other practically relevant service metrics. In particular, the cur-

rent model setup focuses on the tactical level and uses an abstract model (random ordering) to

model the scheduling priority of target and exogeneous patients. One could develop a decision

framework similar to that in [5] to optimize the priority among different types of patients.
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Appendices

A Other Notations

Stochastic Model

Mu(t) number of target customers at t for station u

MB
u (t) number of blocked target customers at t for station u

MNB
u (t) number of non-blocked target customers at t for station u

pũ,u routing probability from station ũ to station u after completing
the current appointment at station ũ

λu(t) number of target customers arriving to the system on day t for station u
λeu(t) number of exogenous customers arriving to the system on day t for station u
Cu(t) capacity of the station at day t for station u
Uu(t) proportion of blocked patients at the end of day t for station u, defined by Eq. (22)
Vu(t) scaled number of target customers at t for station u, defined by Eq. (23)

Deterministic Model

mu(t) number of target customers at t for station u

mB
u (t) number of blocked target customers at t for station u

mNB
u (t) number of non-blocked target customers at t for station u

µu(t) proportion of blocked patients at the end of day t for station u, defined by Eq. (24)
vu(t) scaled number of target customers at t for station u, defined by Eq. (25)
Ψ1 one-step transition from (µ(t), v(t)) to (µ(t+ 1), v(t+ 1)), defined by Eq. (26)

Table 6: Variables used in the multi-station setting.

B Other Lemmas for Proof of Theorem 1

B.1 Proof of Lemma 5

Proof: We proceed by induction on t. The lemma holds for t = 0 because (U(0), V (0))

converges weakly to (µ(0), v(0)). As g is continuous, there exists a function δ : R+ → R+ such

that ‖g(~m) − g(~m′)‖ ≤ δ(‖~m − ~m′‖) and lim
r→0

δ(r) = 0. Moreover, as g and Ψt are continuous,

g ◦Ψt is also uniform continuous. Hence

E[‖g(U(t+ 1), V (t+ 1))− g(µ(t+ 1), v(t+ 1))‖]

=E [‖g(U(t+ 1), V (t+ 1))− g (Ψ1(U(t), V (t))) + g (Ψ1(U(t), V (t)))− g(µ(t+ 1))‖]

≤E [δ (‖(U(t+ 1), V (t+ 1))−Ψ1(U(t), V (t))‖)] + E [g ◦Ψ1(U(t), V (t))− g ◦Ψ1(µ(t))]

≤E
[
E[δ(‖ε‖) | U(t), V (t)]

]
+ ξt,g◦Ψ1 ,

where ε = (U(t+ 1), V (t+ 1))−Ψ1(U(t), V (t)) satisfy limN→∞E[ε] = 0 according to Lemma 8,

and limN→∞Var(εu) = 0 and limN→∞Var(εv) = 0 according to Lemma 6. This means ε

converges to 0 in probability (uniformly in (U(t), V (t))), which also means δ(‖ε‖) converges

to 0 in probability (uniformly in (U(t), V (t))). The result follows by taking expectation and

verifying g ◦Ψ1 is a Lipschitz continuous function with Lipschitz constant that does not depend
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on N .

B.2 Proof of Lemma 6

Proof: For the second part,

Var(εv) = E(ε2
v)

and then results follows by applying Lemma 8. For the first part,

Var(εu) = E[ε2
u]− (E[εu])2

and then results follows by the fact E(ε2
u) ≤ c2

N
and E[εu] ≤ c1√

N
.

B.3 Proof of Lemma 7

Proof:

For Dh:

∂Ψv
1

∂u
= (1− p)v ∼ O(1),

∂Ψv
1

∂v
= p− pu+ u ∈ [p, 1],

∂Ψµ
1

∂u
=

v(1− p)C/N
(vu+ vp(1− µ) + (λ+ λe) /N)2 ≤

v(1− p)rc
(r + re)2

∼ O(1),

∂Ψµ
1

∂v
=

(u(1− p) + p)C/N

(vu+ vp(1− µ) + (λ+ λe) /N)2 ≤
(1 + p)rc
(r + re)2

∼ O(1).

For D2h:

∂2Ψv
1

∂u2
=
∂2Ψv

2

∂v2
= 0 ∼ O(1),

∂2Ψv
1

∂u∂v
= 1− p ∼ O(1),

∂2Ψµ
1

∂u2
= − 2v(1− p)(v − vp)C/N

(vu+ vp(1− µ) + (λ+ λe) /N)3 ,∣∣∣∣∂2Ψµ
1

∂u2

∣∣∣∣ ≤ 2v2(1− p)2rc
(r + re)3

∼ O(1),

∂2Ψµ
1

∂u∂v
= −(1− p) (vp+ vu− vpu− (λ+ λe) /N)C/N

(vu+ vp(1− µ) + (λ+ λe) /N)3 ,∣∣∣∣∂2Ψµ
1

∂u∂v

∣∣∣∣ ≤ (2v + r + re)rc
(r + re)3

∼ O(1),

∂2Ψµ
1

∂v2
= −2(u(1− p) + p)(u+ p(1− µ))C/N

(vu+ vp(1− µ) + (λ+ λe) /N)3 ,∣∣∣∣∂2Ψµ
1

∂v2

∣∣∣∣ ≤ 8rc
(r + re)3

∼ O(1).

Since only the first and second derivatives need to be computed in the refined model, we
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omit the calculation of the third derivatives. The third derivatives of Ψµ
1 and Ψv

1 can be verified

similarly though.

B.4 Proof of Lemma 8

Proof: We first show that E [V (1)−Ψv
1(µ, v)] = 0. Recall that

M(1) = M(0)U(0) +Bin(M(0)(1− U(0)), p) + λ(1),

hence

Eµ,v[M(1)] = vN · u+ vN · (1− µ)p+ λ(1) = vN − vN · (1− µ)(1− p) + λ(1) = v(1)N.

Then, we have

Eµ,v[V (1)] = v(1) = Ψv
1(µ, v).

For the second moment of V (1), given (U(0), V (0)) = (µ, v), we have M(0)U(0) as a constant,

and so is λ(1). Thus, the variance comes from the binomial r.v., that is,

Var(M(1)) = M(0)(1− U(0)) · p(1− p) = c0N(1− µ) · p(1− p) ≤ c0N.

From the variance of N(1), we can then bound the variance of V (1), that is,

Eµ,v
[
(V (1)−Ψv

1(µ, v))2
]

= Var(V (1)) = N−2 ·Var(M(1)) ≤ c0N ·N−2 = c0/N.

Next, we bound the conditional first and second moment of U(1), conditioning on M(1) = n.

Using the fact that MB(1) = hGeo(n + λe(1), n, n + λe(1) − C(1)) and noticing the definition

that β1(n) =
(n+ λe(t)− C(t))+

n+ λe(t)
= max

(
1− C(t)

n+ λe(t)
, 0

)
for t = 1, we can see that

E [U(1)− β1(n) |M(1) = n] = E
[
MB(1)/n− β1(n) |M(1) = n

]
.

If n > C(1)− λe(1), then

E
[
MB(1)/n− β1(n) |M(1) = n

]
= 0.

This follows from the fact that the mean of the hyper-geometric distribution, conditional on

M(1) = n, equals nβ1(n).

Now consider the case in which n ≤ C(1)− λe(1). We have β1(n) = 0 and

MB(1) = hGeo(n+ λe(1), n, n+ λe(1)− C(1)) ≡ 0.

This also means that

E
[
MB(1)/n− β1(n) |M(1) = n

]
= 0.
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For the unconditional second moment, if n > C(1)− λe(1), we have that

E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]

=E
[
E
[(
MB(1)/n− β1(n)

)2 |M(1) = n
]]

=E
[
E
[
Var

(
MB(1)/n

)
|M(1) = n

]]
=E

[
E
[

1

n2
(λe(1) + n− C(1))

n

λe(1) + n

λe(1)

λe(1) + n

C(1)

λe(1) + n− 1
|M(1) = n

]]
≤E

[
E
[
C(1)

n2
|M(1) = n

]]
≤ C(1)

λ2
,

where the fourth line uses the fact that n, λe(1) ≤ (n+λe(1)), (λe(1)+n−C(1)) ≤ (λe(1)+n−1)

and M(1) ≥ λ(1).

If n ≤ C(1) − λe(1), following the same argument used above, we have MB(1) ≡ 0 and

β1(n) = 0, which means

E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]

= E [0] = 0 ≤ C(1)

λ2(1)
.

Under Assumption 1, C(1)/λ2(1) =
rc(1)

r(1)2

1

N
=
c1

N
, with c1 being independent of µ, v,N .

Next, we bound the first and second moment of β
(
M(1)

)
−Ψµ

1 (µ, v). Recall that

β
(
M(1)

)
=

(
1− C(1)

M(1) + λe(1)

)+

, and Ψµ
1 (µ, v) =

(
1− C(1)

v(1)N + λe(1)

)+

.

We note that the function f(x) = x+ = max(x, 0) is Lipschitz continuous with the Lipschitz

constant 1. This means that ∀x, y ∈ R, we have |x+ − y+| ≤ |x− y|. Thus,

E
[ ∣∣β(M(1)

)
−Ψµ

1 (µ, v)
∣∣ ] = E

[∣∣∣∣∣
(

1− C(1)

M(1) + λe(1)

)+

−
(

1− C(1)

v(1)N + λe(1)

)+
∣∣∣∣∣
]

≤ E
[∣∣∣∣(1− C(1)

M(1) + λe(1)

)
−
(

1− C(1)

v(1)N + λe(1)

)∣∣∣∣]
= E

∣∣∣∣C(1) · M(1)− v(1)N

(M(1) + λe(1)) (v(1)N + λe(1))

∣∣∣∣
≤ C(1)

(λ(1) + λe(1))2 · E
∣∣M(1)− v(1)N

∣∣
≤ C(1)

(λ(1) + λe(1))2 ·N
√
E
[(
V (1)− v(1)

)2]
=

rc(1)
√
c0

(r(1) + re(1))2

1√
N

=
c̃2√
N
.

The bound for E
[
(β (M(1))−Ψµ

1 (µ, v))
2
]

can be proved following a similar procedure.
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For the last inequality, we notice that E[U(1)|M(1) = n] = β1(n). Thus,

|E [U(1)−Ψµ
1 (µ, v)]| = |E [E [U(1)− β1(n) + β1(n)−Ψµ

1 (µ, v) |M(1) = n] |

= |E [E [β1(n)−Ψµ
1 (µ, v) |M(1) = n]]|

≤ E [E [|β1(n)−Ψµ
1 (µ, v)| |M(1) = n]]

≤ E
[
c2√
N

]
=

c2√
N
.

This completes the proof.

C Proof of Theorem 2

As we descried in the main paper, the proof of Theorem 2 is similar to that of Theorem 1, except

that we need two new lemmas: Lemma 9 and Lemma 10. Specifically, Lemma 9 is the modified

version for Lemma 8 under the stochastic arrival setting, and Lemma 10 is the modified version

for Lemma 3. We state and prove these two lemmas below.

Lemma 9 Under Assumption 4, given (U(0), V (0)) = (µ, v) with v = M(0)/N = c0 and c0 > 0

is some constant that is independent of µ, v,N , we have that

E [V (1)−Ψv
1(µ, v)] = 0, E

[
(V (1)−Ψv

1(µ, v))2
]
≤ c̃0

N

and

E [U(1)− β1(n) |M(1) = n] = 0, E
[
(U(1)− β1(n))2 |M(1) = n

]
≤ C(1)

n2
,

E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]
≤ c̃1

N
.

In addition, we have

E
∣∣β (M(1))−Ψµ

1 (µ, v)
∣∣ ≤ c̃2√

N
,
∣∣E [U(1)−Ψµ

1 (µ, v)]
∣∣ ≤ c̃2√

N

and

E
[(
β (M(1))−Ψµ

1 (µ, v)
)2] ≤ c̃3

N
,

where c̃0, c̃1, c̃2, c̃3 are some constants that are independent of µ, v,N .

Proof: To show E [V (1)−Ψv
1(µ, v)] = 0, we notice that

M(1) ∼ Bin
(
MNB(0), p

)
+MB(0) + Bin(m̃(1), p̃) + λ0(1),
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which means

E [V (1)] =
MNB(0)p+MB(0) + m̃(1)p̃+ λ0(1)

N

= (1− µ)vp+ µv + r̃(1)p̃+ r0(1)

= v − (1− p)(1− µ)v + r(1)

= Ψv
1(µ, v).

This gives us E [V (1)−Ψv
1(µ, v)] = 0.

In the rest of the proof for bounding the first and second moment of U(1), we assume that

n > C(1)−λe(1). This is because the proof for the case of n ≤ C(1)−λe(1) (where the blocking

is 0) is quite straightforward by following the same procedure in the proof of Lemma 8.

For E
[
(V (1)−Ψv

1(µ, v))2
]
≤ c̃0/N :

E
[
(V (1)−Ψv

1(µ, v))2
]

= Var(V (1))

= c0N(1− µ)p(1− p) + r̃(1)Np̃(1− p̃)

≤ (c0 + r̃(1))N = c̃0N.

To show E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]
≤ c̃1

N
, we have that

E
[
E
[

(U(1)− β1(n))2 |M(1) = n
]]

=E
[
E
[(
MB(1)/n− β1(n)

)2 |M(1) = n
]]

=E
[
E
[
Var

(
MB(1)/n

)
|M(1) = n

]]
=E

[
E
[

1

n2
(λe(1) + n− C(1))

n

λe(1) + n

λe(1)

λe(1) + n

C

λe(1) + n− 1
|M(1) = n

]]
≤E

[
E
[
C(1)

n2
|M(1) = n

]]
≤ E

[
C(1)

(λ0(1))2

]
≤ C(1)

(λ0(1))2
=

rc(1)

r0(1)2

1

N
=
c̃1

N
.

Note that the key difference in the above proof from that in the deterministic λ(t) setting is the

lower bound for n = M(1). In the stochastic arrival setting, we need a lower bound for λ̃(t),

which exists due to the assumption 4; this is in contrast to use λ(t) directly as the lower bound

in the deterministic arrival setting.

With this observation, we can establish bounds for the other moments
∣∣β (M(1))−Ψµ

1 (µ, v)
∣∣

and [U(1)−Ψµ
1 (µ, v)], applying a similar adaption to results from the baseline setting. We omit

the details here.

Lemma 10 Under the assumption of Lemma 1, there exists a function ξ(N) with lim
N→∞

ξ(N) =

0, s.t.

‖NE[o(||ε||2)]‖ ≤ ξ(N).

Proof: Comparing to Lemma 3, the main difference lies in bounding E[εv]
3. This is

because the estimation for o(||ε||2) only relies on the smoothness of our testing function h
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and estimation for E[εv]
3 and E[εµ]3. The smoothness of h is independent of the arrival rate.

Bounding E[εµ]3 does not require a prior knowledge of arrival rate, except that we use those

estimations established in Lemma 9 when needed.

To bound E[εv]
3, we have that

E[εv]
3 ≤ E[ε3

v 1εv≥r] + E[ε3
v 1εv<r] ≤ E[ε3

v 1εv≥r] + rE[ε2
v 1εv<r]

≤ K1E[1εv≥r] + rE[ε2
v 1εv<r] ≤ K1 Pr[εv ≥ r] +

c̃0r

N
.

Here, the fourth (last) inequality holds because

E
[
ε2
v 1εv<r

]
≤ E

[
ε2
v

]
= E

[
(V (1)− v(1))2

]
= E

[
(V (1)−Ψv

1(µ0, v0))2
]
,

and then applying Lemma 9 gives us the bound (c̃0 is a constant that does not depend on N ,

as specified in Lemma 9). The third inequality follows from the fact that ε3
v is bounded by a

constant K1 that does not depend on N because

ε3
v = |V (1)− v(1)|3

≤V (1)3 + 3V (1)2v(1) + 3V (1)v(1)2 + v(1)3

≤
(
Nv(0) + m̃(1) + λ0(1)

N

)3

+ 3

(
Nv(0) + m̃(1) + λ0(1)

N

)2(
Nv(0) + m̃(1) + λ0(1)

N

)
+ 3

(
Nv(0) + λ(1)m̃(1) + λ0(1)

N

)(
Nv(0) + m̃(1) + λ0(1)

N

)2

+

(
Nv(0) + m̃(1) + λ0(1)

N

)3

≤8 [v(0) + r̃(1) + r0(1)]3 .

The existence of K1 then follows from the scaling assumptions in Assumption 1 (the assumption

for general scaling) and Assumption 4 (for scaling of the stochastic arrivals).

The remaining is to bound Pr[εv ≥ r] = Pr (|V (1)− E [V (1)] | ≥ r). Since M(1) ∼ Nu0v0 +

Bin (N (1− µ0) v0, p) + Bin(m̃(1), p̃) + λ0(1), we have that

V (1) ∼ u0v0 +
1

N
Bin (N (1− µ0) v0, p) +

1

N
Bin(m̃(1), p̃) +

1

N
λ0(1)

=

[
u0v0 +

1

N
λ0(1)

]
+ (1− µ0) v0

1

N (1− µ0) v0
Bin (N (1− µ0) v0, p)

+ r̃(1)
1

Nr̃(1)
Bin(Nr̃(1), p̃).

We denote

X̄ =
1

N (1− µ0) v0
Bin (N (1− µ0) v0, p) ,

Ȳ =
1

Nr̃(1)
Bin(Nr̃(1), p̃),

which are the non-deterministic parts in V (1). Using the probability property of inclusion and
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applying Hoeffding’s inequality to both X̄ and Ȳ , we get

Pr (|V (1)− E [V (1)] | ≥ r)

= Pr
(
| (1− µ0) v0

(
X̄ − E

[
X̄
])

+ r̃(1)
(
Ȳ − E

[
Ȳ
])
| ≥ r

)
≤Pr

(
| (1− µ0) v0

(
X̄ − E

[
X̄
])
| ≥ r

2

)
+ Pr

(
|r̃(1)

(
Ȳ − E

[
Ȳ
])
| ≥ r

2

)
= Pr

(
|X̄ − E

[
X̄
]
| ≥ r

2(1− µ0)v0

)
+ Pr

(
|Ȳ − E

[
Ȳ
]
| ≥ r

2r̃(1)

)

≤e
−2N(1− µ0)v0

(
r

(1− µ0)v0

)2

+ e
−2Nr̃(1)

(
r

r̃(1)

)2

=e
−2N

r2

(1− µ0)v0 + e
−2N

r2

r̃(1) .

Note that 0 ≤ µ0 ≤ 1 and v0 = c0 (from Assumption 1). This gives us 0 ≤ (1 − µ0)v0 ≤ c0,

where c0 is some constant that does not depend on N . Thus, we get

Pr (|V (1)− E [V (1)] | ≥ r) ≤ e−2Nr2/c0 + e−2Nr2/r̃(1).

Consequently,

E[ε3
v] ≤ K1e

−2Nr2/c0 +K1e
−2Nr2/r̃(1) +

c0r

N
. (27)

The rest of the proof follows the similar procedure as that in proving Lemma 3.

D Results for Network Setting

D.1 Proof of Theorem 3

The proof for Theorem 3 in the network setting follows the same procedure as the proof for

Theorem 1, which focus on the one-step transition first and then use induction. The following

lemmas will also be needed.

Lemma 11 Let h : [0, 1]n × Vn → R2n be a three-times differential function such that ‖D3h‖
is bounded (The bound does not depend on N) . Then, there exists a function ξ(N) such that

limN→∞ξ(N) = 0 and for all (U(0), V (0)) = ~m = (µ(0), v(0)) ∈ [0, 1]n × Vn, the following

holds:∥∥∥∥N (E[h(U(1), V (1))]− h (Ψ1(~m)))− (Dh) (Ψ1(~m)) γ(~m)− 1

2

(
D2h

)
(Ψ1(~m)) · Γ(~m)

∥∥∥∥
≤ ξ(N),

where γ(~m) and Γ(~m) are defined in Theorem 3 and specified in Lemma 14.

The proof is the same as that for Lemma 1, with the main difference being in the dimension

of the domain. The following lemma is a direct generalization of lemma 11.
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Lemma 12 Let h : [0, 1]n × Vn → R2n be a three-times differential function such that ‖D3h‖
is bounded (The bound does not depend on N). Then, there exists a function ξ(N) such that

limN→∞ξ(N) = 0 and for all ~m′ = (U(t), V (t)) ∈ [0, 1]n × Vn, the following holds:∥∥∥∥∥N (E[h(U(t+ 1), V (t+ 1)) | (U(t), V (t)) = ~m′]− h
(
Ψ1(~m′)

))
− (Dh)

(
Ψ1(~m′)

)
γ(~m′)

−1

2

(
D2h

) (
Ψ1(~m′)

)
· Γ(~m′)

∥∥∥∥ ≤ ξ(N),

where γ(~m′) and Γ(~m′) are defined in Theorem 3 and are specified in Lemma 14.

Lemma 13 Under the same assumption of Lemma 11, there exists a function ξ(N) with

lim
N→∞

ξ(N) = 0, s.t.

|NE[o(||ε||2)]| ≤ ξ(N).

The proof is the same as that for Lemma 3, except that we now approximate E|Ui(1)−µi(1)|3
and E|Vi(1) − vi(1)|3 for each i = 1, 2, . . . , n. These approximations are similar to those for

E|U(1) − µ(1)|3 and E|V (1) − v(1)|3, except that we apply the Hoeffding’s Inequality for a

multinomial distribution instead of a binomial distribution. Finally, we specify γ(~m′) and

Γ(~m′) for the network setting. Their explicit forms follow

γ(~m′) =
(
γ1(~m′), γ2(~m′), . . . , γ2n(~m′)

)
,

Γ(~m′) =


Γ11(~m′) Γ12(~m′) . . . Γ1,2n(~m′)

Γ21(~m′) Γ22(~m′) . . . Γ2,2n(~m′)
...

...

Γ2n,1(~m′) Γ2n,2(~m′) . . . Γ2n,2n(~m′)

 ,

where specific entries for γ and Γ are computed below.

(1) For the vector γ, we have

• Element γi(µ(t), v(t)) (i = 1, 2, . . . , n):

γi(µ(t), v(t)) = NE[Ui(t+ 1)−Ψu
i (µ(t), v(t))]

= NE[E[(Ui(t+ 1)− βi,1(X)) + (βi,1(X)−Ψu
i (µ(t), v(t))) | mi(t+ 1) = X]]

= NE[βi,1(X)−Ψu
i (µ(t), v(t)))]

= NE
[
X + λei (t+ 1)− Ci(t+ 1)

X + λei (t+ 1)

]
−NΨu

i

= NCi(t)

{
1

Nvi(t+ 1) + λei (t+ 1)
− E

[
1

X + λei (t+ 1)

]}
,

where X ∼ mB
i (t) +

n∑
k=1

Mult(mNB
k , pki) + λi(t+ 1) and we expand E

[
1

X + λei (t+ 1)

]
for

calculation.
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• Element γi+n(µ(t), v(t)) (i = 1, 2, . . . , n):

γi+n(µ(t), v(t)) = NE[Vi(t+ 1)−Ψv
i (µ(t), v(t))] = 0.

(2) For the matrix Γ, we have

• Element Γi+n,i+n(µ(t), v(t)) (i = 1, 2, . . . , n):

Γi+n,i+n(µ(t), v(t)) = NE[Vi(t+ 1)−Ψv
i (µ(t), v(t))]2

= N Var(Vi(t + 1))

=
1

N

n∑
k=1

mNB
k (t)pki(1− pki).

• Element Γi+n,j+n(µ(t), v(t)) (i 6= j, i, j = 1, 2, . . . , n):

Γi+n,j+n(µ(t), v(t)) = NE[(Vi(t+ 1)−Ψv
i (µ(t), v(t)))(Vj(t+ 1)−Ψv

j (µ(t), v(t)))]

=
1

N
Cov(mi(t+ 1),mj(t+ 1))

=
1

N
Cov

(
n∑
k=1

Yk,
n∑
l=1

Zl

)

=
1

N

n∑
k=1

Cov(Yk, Zk)

=
1

N

n∑
k=1

(mNB
k (t)pkipkj),

where Yk ∼ Mult(mNB
k , pki) and Zl ∼ Mult(mNB

l , plj) and the fourth equality comes from

the fact that Yk and Zl are independent if k 6= l.

• Element Γi,i(µ(t), v(t)) (i = 1, 2, . . . , n):

Γi,i(µ(t), v(t)) = NE[Ui(t+ 1)−Ψu
i (µ(t), v(t))]2

= NE
[
(Ui(t+ 1)− βi,1(X)) + (βi,1(X)−Ψu

i (µ(t), v(t))) | mi(t+ 1) = X]
]2

= NE[E[(Ui(t+ 1)− βi,1(X))2 | mi(t+ 1) = X]]

+NE[βi,1(X)−Ψu
i (µ(t), v(t)))]2

= NE[Var(Ui(t+ 1) | mi(t+ 1) = X)]

+NE[βi,1(X)−Ψu
i (µ(t), v(t)))]2

= NE
[
λei (t+ 1)Ci(t+ 1)[X + λei (t+ 1)− Ci(t+ 1)]

X[X + λei (t+ 1)]2[X + λei (t+ 1)− 1]

]
+NC2

i (t+ 1)E
[

1

Nvi(t+ 1) + λei (t+ 1)
− 1

X + λei (t+ 1)

]2

,

55



where X ∼ mB
i (t)+

n∑
k=1

Mult(mNB
k , pki)+λi(t+1). Simply use the definition of expectation

to expand the last two terms and the calculation is finished.

• Element Γi,j(µ(t), v(t)) (i 6= j, i, j = 1, 2, . . . , n):

Γi,j(µ(t), v(t)) = NE[(Ui(t+ 1)−Ψu
i (µ(t), v(t)))(Uj(t+ 1)−Ψu

j (µ(t), v(t)))]

= NE {E[(Ui − βi,1(X))(Uj − βj,1(Y )) | mi = X,mj = Y ]}

+NE[(βi,1(X)−Ψu
i )(βj,1(Y )−Ψu

j )]

= NE[Cov(Ui, Uj | mi = X,mj = Y )]

+NE[(βi,1(X)−Ψu
i )(βj,1(Y )−Ψu

j )]

= NE[(βi,1(X)−Ψu
i )(βj,1(Y )−Ψu

j )],

whereX ∼ mB
i (t)+

n∑
k=1

Mult(mNB
k , pki)+λi(t+1), Y ∼ mB

j (t)+

n∑
k=1

Mult(mNB
k , pkj)+λj(t+

1) and the fourth equality uses the fact that Ui and Uj are independent hypergeometric

distributions under the assumption that mi = X,mj = Y . Simply expanding the last term

by definition of expectation gives the desired result.

• Element Γi,i+n(µ(t), v(t)) = Γi+n,i(µ(t), v(t)) (i = 1, 2, . . . , n):

Γi,i+n(µ(t), v(t)) = NE[(Ui −Ψu
i )(Vi −Ψv

i )]

= NE[E[(Ui − βi,1(X) | mi = X](Vi −Ψv
i )]

+NE[(βi,1(X)−Ψu
i )(Vi −Ψv

i )]

= NE[(βi,1(X)−Ψu
i )(Vi −Ψv

i )]

= NE[βi,1(X)(Vi −Ψv
i )] = −CiE

[
X − E[X]

X + λei

]
= Ci(E[X] + λei )E

[
1

X + λei

]
− Ci,

where X ∼ mB
i (t) +

n∑
k=1

Mult(mNB
k , pki) + λi(t + 1). Again, we expand the last term to

get the desired result.

• Element Γi,j+n(µ(t), v(t)) (i 6= j, i, j = 1, 2, . . . , n) ( Γi+n,j = Γj,i+n):

Γi,j+n(µ(t), v(t)) = NE[(Ui −Ψu
i )(Vj −Ψv

j )] = −CiE
[
Y − E[Y ]

X + λei

]
= 0,

where X ∼ mB
i (t) +

n∑
k=1

Mult(mNB
k , pki) + λi(t + 1), Y ∼ mB

j (t) +

n∑
k=1

Mult(mNB
k , pkj) +

λj(t+ 1). The second equality can be derived following the same procedure as that in the

above case.
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Following the proof of Lemma 4, we have

Lemma 14 Under the assumption of Lemma 11, we have NE[ε] = γ(~m) and NE[(ε ⊗ ε)] =

Γ(~m).

We remark that for calculation, when expanding E[1/(X + λei )], we have X ∼ mB
i (t) +

n∑
k=1

Mult(mNB
k , pki) + λi(t + 1). The parameter mNB

k for X may not be an integer because it

come from the deterministic system (mean-field model). If this is the case, we perform rounding

for mNB
k , i.e., we use [mNB

k + 0.5] instead of nx. Analyzing the error from this rounding will be

left for future work.

We conclude the proof in the network setting with two more lemmas that are needed in

the proof of the main Theorem 3, and a remark on how to extend the setting to account for

multiple-class of customers.

Lemma 15 Under the assumptions of Lemma 11 and that (U(0), V (0)) converges weakly to

(µ(0), v(0)) as N → ∞, for any Lipschitz continuous function g : [0, 1]n × Vn → R2n with

Lipschitz constant that does not depend on N and all t, there exists a function ξt,g(N) such that

lim
N→∞

ξt,g(N) = 0 and

‖E[g(U(t), V (t))]− g(µ(t), v(t))‖ ≤ ξt,g(N).

Lemma 16 For any fixed t, there exists a function η(N) such that lim
N→∞

η(N) = 0 and

Var(εui) ≤ η(N), Var(εvi) ≤ η(N),

for i = 1, 2, . . . , n.

Lemma 17 Let Ψ1 be the function defined in Theorem 3, then Ψ1 is three-time differentiable,

and DΨ1, D2Ψ1 and D3Ψ1 are norm bounded.

The proof for Lemma 15 is the same as that for Lemma 5, with the main difference being

in the dimension of the domain. The proof for Lemma 16 is the same as that for Lemma 6,

where we adjust the approximation of Var(εu) for Var(εui) and Var(εv) for Var(εvi). The proof

for Lemma 17 depends on the computations of the derivatives, which is the same as that for

Lemma 7.

D.2 Extension to Multi-class

In this paper, we focus on one class of customers. To extend to multiple classes, we just need

to incorporate more states for tracking the system dynamics, where this extension is similar to

the extension from the single-station setting to the multi-station setting. We provide a simple

example below, illustrating how to do it for multiple classes.

Consider the case we have K types of patients, and denote pki,j as the routing probability

from station i to station j for type k patients, after completing the current appointment at

station i. We allow a non-zero probability of (1 −
∑
u∈U

pki,u) to directly leave the system. We

denote MB,k
u (t) and MNB,k

u (t) as the number of blocked and non-blocked patients for each

class k. For system dynamics, we need to track the total number of patients from each class
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that request an appointment from station u on day t+ 1, defined as

Mk
u (t+ 1) = MB,k

u (t) +
∑
ũ

Mult(MNB,k
ũ (t), pkũ,u) + λku(t+ 1).

The total number of target patients’ requests (across classes) that will show up at the beginning

of day t+ 1 for station u follows Mu(t+ 1) =

K∑
k=1

Mk
u (t+ 1). We are then able to calculate the

blocking probabilities and the total number of patients blocked as in the single-class setting.

We get MB,k
u (t+ 1) and MNB,k

u (t+ 1) for day t+ 1 correspondingly.

For the convergence results, we define

Uu(t) =

∑
kM

B,k
u (t)∑

kM
k
u (t)

∈ [0, 1], u ∈ U

as the proportion of blocked patients across K classes for station on day t. For the auxiliary

variables, we define

V k
u (t) =

Mk
u (t)

N
∈ V, u ∈ U ,

where V is the range for V k
u (t). The testing functions h will take arguments as

h
(
U1(t), V 1

1 (t), . . . , V K
1 (t), . . . , Un(t), V 1

n (t), . . . , V K
n (t)

)
.

We can write out the transition dynamics for the deterministic system as

mk
u(t+ 1) = mB,k

u (t) +
∑
ũ

pkũ,u ·mNB,k
u (t) + λku(t+ 1),

mB,k
u (t+ 1) = mk

u(t+ 1) · βu,t+1, mNB,k
u (t+ 1) = mk

u(t+ 1)−mB,k
u (t+ 1),

where

βu,t =

(
mu(t) + λeu(t)− Cu(t)

)+
mu(t) + λeu(t)

, mu(t) =

K∑
k=1

mk
u(t).

We further define

µu(t) =

∑
km

B,k
u (t)∑

km
k
u(t)

= βu,t, vku(t) =
mk
u(t)

N
.

Then, the one-step transition generator is defined via

(
µ1(t+ 1), v1

1(t+ 1), . . . , vK1 (t+ 1), . . . , µn(t+ 1), v1
n(t+ 1), . . . , vKn (t+ 1)

)
= Ψ1

(
µ1(t), v1

1(t), . . . , vK1 (t), . . . , µn(t), v1
n(t), . . . , vKn (t)

)
.

We also define Ψu,i
1 and Ψv,k,i

1 as the one-step transition to µi(t + 1) and vki (t + 1) for class k

and station i.

Once we have the modified definitions on the states and transitions, it is straightforward to

extend the proof for Theorems 1 and 3 to this multi-class version. The key is that, conditional

on the state in the current period, the blocking of each station and transitions of each class can

be calculated independently. For example, given (µ, v) = (µ1(0), v1
1(0), . . . , vK1 (0), . . . , µn(0),

58



v1
n(0), . . . , vKn (0)), it is easy to show

Eµ,v
[
V k

1 (1)−Ψv,k,1
1 (µ, v)

]
= 0

for each class k and station 1 (other station uses the same argument). This is because {MB,k
u (0)}

follows a multinomial distribution with parameters Uu(0) ·
∑
k

Mk
u (0) and { Mk

u (0)∑
kM

k
u (0)
} (which

also gives us {MNB,k
u (0)}). Then,

Mk
1 (1) = MB,k

1 (0) +
∑
u∈U

Multi
(
MNB,k
u (0), pku,1

)
+ λk1(1),

and hence,

Eµ,v[Mk
1 (1)] = vk1N · µ1 +

n∑
j=1

vkjN · (1− µj)pkj,1 + λk1(1)

= N ·Ψv,k,1
1 (µ, v).

Other lemmas and the final convergence result can be proceed in a similar way.

E Additional Numerical Results

This section includes computational time analysis and additional numerical results.

E.1 Additional numerical results for single-station setting

Figure 11 demonstrates the numerical results for another pair of parameters for the single-

station setting, where N = 10, p = 0.5, λ(t) = 3N/10, λe(t) = 5N/10, C(t) = 9N/10. The

initial state values are chosen as [M(0),MB(0),MNB(0)] = [12N/10, 6N/10, 6N/10].
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(a) N = 10 (b) N = 20

(c) N = 30 (d) N = 50

Figure 11: Trajectory of the proportion of blocked patients for N = 10, N = 20, N = 30 and

N = 50. The figures compare the classical mean field approximation with the refined one and

with the average of 1000 simulation runs of the system.

The next two tables demonstrates the error analysis of these two approximations for the

setting in Figure 11, for the whole period and the stationary value, respectively.

Original Refined

Percentile (scaled error) 10th 50th 90th 10th 50th 90th

N = 10 4.90% 6.76% 8.41% 0.30% 2.03% 3.70%

N = 20 1.76% 3.68% 4.33% 0.34% 1.07% 1.82%

N = 30 1.54% 3.01% 3.62% 0.62% 1.28% 1.78%

N = 50 0.63% 1.40% 2.01% 0.11% 0.40% 1.04%

Table 7: Scaled errors from the unrefined (Original) mean-field approximation and the refined
approximation with respect to the simulation values for the single-station model. The 10th,
50th, and 90th percentiles of the errors are reported.
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Original Refined

Approximation Simulation scaled error Approximation Simulation scaled error

N = 10 0.4001 0.4326 7.52% 0.4245 0.4326 1.87%

N = 20 0.4001 0.4164 3.92% 0.4122 0.4164 1.01%

N = 30 0.4001 0.4132 3.16% 0.4082 0.4132 1.22%

N = 50 0.4001 0.4056 1.35% 0.4049 0.4056 0.16%

Table 8: Scaled errors from the unrefined (Original) mean-field approximation and the refined

approximation with respect to the simulation values for the single-station model. We report

the average of errors between time 51 and 100 here.

E.2 Computational time analysis for the single-station setting

We use the same parameter setting specified in the main paper for the single-station model, and

report the amount of time that the approximation needs to take when being implemented in

MATLAB. We show the results in the following table for different system size N and compare

the two approximation methods.

Original Approximation Technique Refined Approximation Technique

N = 10 0.000317s 0.041545s

N = 20 0.000722s 0.158780s

N = 30 0.000916s 0.191343s

N = 50 0.002133s 0.275533s

Table 9: Computational time.

We can observe that the refined approximation method needs slightly more time than the

original one. Still, the time is negligible and can be implemented for practical use. Most

importantly, the time does not grow much as the size N increases, demonstrating the scalability

of our approximation method.

E.3 Numerical results for network settings

Figures 12, 13 and 14 show the results for the two-station model and three-station model with

N = 10. Initial values are [Mi(0),MB
i (0),MNB

i (0)] = [12N/10, 6N/10, 6N/10] (i = 1, 2) or

(i = 1, 2, 3) for two-station settings or three-station settings. Other parameter settings follow

• Setting 1:

p =

0.25 0.25

0.4 0.1

 , λ1(t) =
3N

10
, λ2(t) =

4N

10
, λe1(t) =

5N

10
, λe2(t) =

8N

10
, Ci(t) = N, i = 1, 2.

• Setting 2:

p =

0.25 0.25

0.4 0.1

 , λ1(t) =
3N

10
, λ2(t) =

4N

10
, λe1(t) =

7N

10
, λe2(t) =

8N

10
, Ci(t) = N, i = 1, 2.
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• Setting 3:

p =

 0.1 0.2

0.15 0.15

 , λ1(t) =
3N

10
, λ2(t) =

4N

10
, λe1(t) =

7N

10
, λe2(t) =

8N

10
, Ci(t) = N, i = 1, 2.

• Setting 4:

p =

 0.1 0.2

0.15 0.15

 , λ1(t) =
3N

10
, λ2(t) =

4N

10
, λe1(t) =

5N

10
, λe2(t) =

8N

10
, Ci(t) = N, i = 1, 2.

• Setting 5:

p =


0.1 0.2 0.2

0.2 0.1 0.25

0.15 0.2 0.1

 , λi(t) = 3N/10, λei (t) = 4N/10, Ci(t) = 9N/10, i = 1, 2, 3.

• Setting 6:

p =


0.15 0.1 0.1

0.1 0.15 0.1

0.1 0.1 0.15

 , λi(t) = 3N/10, λei (t) = 4N/10, Ci(t) = 9N/10, i = 1, 2, 3.

E.4 Error analysis for network setting

We report in Table 10 the error of setting 1 for the entire period 0 to 100, characterized by

10th, 50th and 90th percentile of error deviation with respect to the simulation values and

stationary error with average over the time interval from 51 to 100.

Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 1.81% 5.29% 6.51% 0.16% 0.97% 2.23%

Station 2 0.50% 2.35% 3.43% 0.15% 1.11% 2.20%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0.4951 0.5240 5.52% 0.5244 0.5240 0.08%

Station 2 0.5650 0.5778 2.22% 0.5752 0.5778 0.44%

Table 10: 10th, 50th, 90th percentile error deviation and stationary error deviation for setting 1.
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(a) Setting 1 (b) Setting 2

(c) Setting 3 (d) Setting 4

Figure 12: Trajectory of the proportion of blocked patients for population sizes N = 10 with
different parameters. The figures compare the classical mean field approximation (implemented
in MATLAB) with the refined one and with the average of 1000 simulation runs of the system.

(a) Station 1 (b) Station 2 (c) Station 3

Figure 13: Trajectory of the proportion of blocked patients for N = 10 in the three-station
model for setting 5. The figures compare the original mean-field approximation, the refined
one, and the simulated values from averaging of 1000 simulation runs of the system.
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(a) Station 1 (b) Station 2 (c) Station 3

Figure 14: Trajectory of the proportion of blocked patients for N = 10 in the three-station
model for setting 6. The figures compare the original mean-field approximation, the refined
one, and the simulated values from averaging of 1000 simulation runs of the system.
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The next few tables report similar error analysis for settings 2-6.

Setting 2:

Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 0.91% 2.36% 3.16% 0.09% 0.78% 2.47%

Station 2 0.64% 1.87% 3.38% 0.18% 0.92% 2.25%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0.6377 0.6516 2.14% 0.6496 0.6516 0.31%

Station 2 0.5644 0.5772 2.22% 0.5724 0.5772 0.84%

Table 11: 10th, 50th, 90th percentile error deviation and stationary error deviation for setting 2.

Setting 3:

Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 11.62% 22.99% 26.27% 0.93% 3.68% 7.17%

Station 2 6.99% 15.42% 17.07% 0.22% 1.54% 4.72%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0.2037 0.2704 24.66% 0.2603 0.2704 3.70%

Station 2 0.4643 0.4844 15.43% 0.4738 0.4844 1.97%

Table 12: 10th, 50th, 90th percentile error deviation and stationary deviation for setting 3.

Setting 4:

Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 100% 100% 100% 8.54% 30.38% 46.62%

Station 2 0.94% 3.00% 4.99% 0.20% 1.39% 3.24%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0 0.0314 100% 0.0215 0.0314 31.61%

Station 2 0.4643 0.4811 3.50% 0.4756 0.4811 1.16%

Table 13: 10th, 50th, 90th percentile error deviation and stationary deviation for setting 4.

Setting 5:
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Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 10.31% 26.74% 29.33% 3.03% 6.13% 10.09%

Station 2 7.76% 18.07% 19.99% 0.32% 1.73% 4.87%

Station 3 5.24% 13.79% 15.45% 0.58% 2.04% 4.69%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0.1776 0.2436 27.08% 0.2308 0.2436 5.26%

Station 2 0.2488 0.3066 18.84% 0.3023 0.3066 1.39%

Station 3 0.3170 0.3711 14.58% 0.3640 0.3711 1.90%

Table 14: 10th, 50th, 90th percentile error deviation and stationary deviation for setting 5.

Setting 6:

Original Refined

Percentile Error

10th 50th 90th 10th 50th 90th

Station 1 100% 100% 100% 0.8% 4.89% 18.76%

Station 2 100% 100% 100% 1.57% 5.77% 23.77%

Station 3 100% 100% 100% 1.38% 6.74% 20.35%

Stationary Error

Approximation Simulation scaled error Approximation Simulation scaled error

Station 1 0 0.0669 100% 0.0661 0.0669 1.13%

Station 2 0 0.0672 100% 0.0661 0.0672 1.63%

Station 3 0 0.0669 100% 0.0661 0.0697 5.09%

Table 15: 10th, 50th, 90th percentile error deviation and stationary deviation for setting 6.

From these tables, we can observe the following. For settings 1 and 2, the approximation

error from the original, unrefined approximation is around 5% and is acceptable, but our refined

approximation can reduce the median to less than 1%, still a remarkable improvement. In

settings 3 and 5, the approximation error from the original approximation is much worse than

that of the refined approximation. In setting 4, a relatively large relative error from both the

original mean-field and the refined mean-field approximations for station 1 is observed. This

is because the blocking probability for station 1 becomes 0, violating the assumption that the

system should belong to the overloaded regime when we prove the main theorem. However,

our refined approximation still performs much better than the original one in this setting. In

addition, the absolute value between the approximation and the simulated values is in fact

small, which means that our approximation is still practically relevant. Similar to setting 4, in

setting 6, a violation of blocking probability becoming 0 occurs and the observations are similar.

66


	Introduction
	Motivation and Background
	Overview of Results
	Operational Implications

	Relevant Work and Contributions
	Queueing Model for the Single-station System
	Single-station Queue with Blocking
	Mean-field Model

	Refined Mean-field Analysis: Single Station
	Setting for Convergence Analysis and Notations
	Assumptions
	Main Results
	Proof for the Main Results
	Roadmap
	Proof of Theorem 1

	Proof for Key Lemmas
	Taylor Expansion
	Characterizing the Error Terms in Taylor Expansion
	Characterizing the First-order Terms in Taylor Expansion
	Other Key Lemmas

	Key to Improving the Convergence Rate

	Refined Mean-field Analysis: Stochastic Arrival
	Refined Mean-field Analysis: Network Setting
	Stochastic Network Model
	Deterministic System
	Main Results

	Numerical Results
	Single-station Setting
	Network Setting

	Conclusion
	Appendices
	Other Notations
	Other Lemmas for Proof of Theorem 1
	Proof of Lemma 5
	Proof of Lemma 6
	Proof of Lemma 7
	Proof of Lemma 8 

	Proof of Theorem 2
	Results for Network Setting
	Proof of Theorem 3
	Extension to Multi-class

	Additional Numerical Results
	Additional numerical results for single-station setting
	Computational time analysis for the single-station setting
	Numerical results for network settings
	Error analysis for network setting


